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Copyright Notice 
 
You may freely distribute this document and the examples from the workshop provided you 
acknowledge this workshop as the source. These are provided without restriction to promote 
research and education. 
 
NONMEM is not shareware. Unlicensed copies may not be distributed. 
 
NONMEM Licenses can be obtained from GloboMax corporation, at NONMEM Customer 
Service, telephone: +1 410 696-3207, fax: +1 410 480-0776. If you do not have a NONMEM 
license, then you must remove all NONMEM code from your laptop at the conclusion of the 
workshop. You may keep the copies of R and GNU Fortran 77, as these are distributable 
shareware programs.  
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What Is NONMEM? 
 
NONMEM is a computer program. The name stands for “NONlinear Mixed Effects 
Modeling.” 
 
There are many standardized ways of approaching statistics: t tests, chi squared tests, 
ANOVA, RMANOVA, etc. A common question is, “what is the right test for these data?” 
Most common statistical tests arose to meet specific experimental needs. Thus, investigators 
associate given study designs with statistical tests appropriate for that study design. 
 
The type of data analysis conducted with NONMEM takes a particular view of statistical 
inference. The underlying perspective is that experimental data arose from some underlying 
process, which is unknowable (or known only to God, depending on your religious views). 
We can, however, develop a reasonably useful mathematical representation (model) of this 
underlying process using several building blocks. NONMEM is a tool for building this 
model, which includes that the ability to test it, to see if it is in some sense “optimum.”  
 
The first block we use NONMEM to help build is the basic structure of a process. In 
NONMEM parlance, this is the “structural model.” The basic equations of Newtonian 
physics, thermodynamics, biology, and pharmacology are examples of structural models. The 
second building block describes random stuff that happens, resulting in noise in our 
measurements. In NONMEM parlance, these are called “random effects.” The random effects 
models in NONMEM are built using normal distributions of randomness. The NONMEM 
user isn’t limited to normal distributions, as normal distributions are typically transformed or 
manipulated by the NONMEM user to generate other distributions.  
 
What are these “mixed effects” that are so important that they are part of the name 
“NONMEM”?  

Fixed Effects 
The structural model contains descriptors of a process (e.g., pharmacokinetic parameters) that 
vary among individual.  The known, observable properties of individuals that cause the 
descriptors to vary across the population are called “fixed” effects. For example, if we know 
that clearance is proportional to weight, then we simply express clearance in the model as a 
scalar times weight. Weight has a “fixed effect” on clearance. 

Random Effects 
The second type of effects are the random effects. These are “random” in that they can’t be 
predicted in advance. If they could be predicted in advance, then they would become part of 
the fixed effects, like the influence of weight on clearance in the example above. In general, 
there are two sources of random variability when dealing with biological data. The first 
source of variability is that one individual is different from another individual. This is called 
“interindividual” or “between-subject” variability. It is important to realize that this is not 
noise or error. It is simply biology. Look around the room at the other course participants. 
The “interindividual” variability is obvious! In medicine, it is as important to understand the 
variability between individuals as it is to understand the characteristics of a “typical” 
individual.  
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The second source of variability is the residual error or “noise”. This is the difference 
between the prediction of the model for the individual, and the measured observation. This is 
also called “intraindividual” or “within-subject” variability. This includes the error in the 
assay, errors in drug dose, errors in the time of measurement, etc.  
 
Getting back to the notion of using NONMEM to build a model to describe your experiment, 
we really have three building blocks: a structural model, and then two variance models, the 
“intersubject” variance model, and the “intrasubject” variance model. The structural model is 
built using equations, the parameters of which include “THETAs” which are estimated by 
NONMEM and fixed effects. The two variance models are built using random variables. 
 
The term “random variables” may be a new term for you, but the concept is one you are very 
familiar with. Let’s say you go into a store and stand on 10 different scales. The scales will 
not give identical answers. Instead, let’s say that the scales read 71.2, 71, 72, 68, 69, 70.5, 
69.5, 71.5, 68.5, and 68.8 kg. How much do you weigh? 
 
You have a true weight, but it is unknowable. All you have are these 10 measurements of the 
true, but unknowable, number. You would probably guess that these numbers are all clustered 
around the true number. Most people would say that the average of these numbers was a good 
approximation of their true weight. The average of these numbers is 70 kg, so you would 
probably guess that your true weight is 70. 
 
What you intuitively have understood is that your measured weight is your true weight plus 
or minus some error. To state this formally,  
 
 Observed Value = True Value + Error 
 
where “error” is a positive or negative random number. Now, after standing on the scale the 
first time, and reading “71.2”, you can’t say much about the true value or the error. However, 
after standing on 10 scales, you know that the true value is about 70. What do you know 
about the error. Well, you know that they range from -2 (the 68 measurement) to + 2 (the 72 
value). The average error, of course, is zero, because positive errors cancel negative errors. 
However, the important thing is the range of errors, which are usually quantified as the 
standard deviation.  
 
This is the concept of random errors in NONMEM. We can put the above relationship into 
NONMEM parlance: 
 
 Yobs = TY + ε 
 
Where Yobs is the observed value of Y, TY is the true value of Y, and ε is a normally 
distributed random variable with a mean of 0 and a variance of σ2. This is the NONMEM 
view of intraindividual (more generally, “residual”) variability, the “residual error.” Note that 
EPSILON is NONMEM’s building block for the residual variability. While we can’t define 
any particular ε (because it is random), we can define its distribution. As mentioned, ε is 
assumed normally distributed, with mean 0, and variance σ2, which is sometimes written in 
shorthand as ε  = N(0,σ2).  
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In just the same manner, random variables also describe the difference between individuals. 
Let’s say that you and 9 close friends decide to compare weights. What is the average weight 
of you and your friends? By definition, the average weight of the group is related to the 
individual measurements of weight by the relationship: 

 
Weighti = Average Weight + ηi 
 

where Weighti is the weight in the ith individual, and ηi is the difference between the 
measured weight and the average weight. ETA (η) is NONMEM’s building block for 
interindividual variability. 
 
By definition, the average η is 0, because positive values cancel negative values. However, 
we are interested in the variability of η, which is the same as the variability of weight. In 
NONMEM parlance, η is a random variability with a mean of 0 and a variance of ω2

, 
(OMEGA squared). If we say that the average weight of your group of friends is 76 pounds, ± 
10, then ω is 10, ω2

 is 100, and η is a random variable with a mean of 0 and a variance of 100 
(in shorthand, η = N(0, 100).  
 
Now, let’s say that you and your 10 friends are bored. For example, assume you are all stuck 
in a workshop at the Hotel Nikko in San Francisco, in a poorly air-conditioned room with a 
clueless instructor. Desperate for any entertainment, you decide to skip the afternoon lecture, 
and go to the local scale store. There you find 10 scales. Each of you gets on all 10 scales, 
and records your weight. You obtain the following results, except for the second column, 
which is your true weight and thus unknowable. 
 

1 2 3 4 5 6 7 8 9 10
1 42 44 44 43 40 40 42 43 42 38 47
2 32 33 33 31 31 30 30 31 29 35 31
3 62 66 62 65 64 59 60 63 62 65 62
4 74 79 74 74 81 71 78 74 77 67 76
5 45 47 43 44 49 45 45 46 46 44 48
6 52 49 54 54 53 54 54 55 50 50 55
7 43 45 44 47 46 43 41 46 43 41 43
8 84 96 87 83 83 91 89 84 84 85 90
9 105 93 98 109 110 101 106 114 99 112 99

10 84 89 83 82 89 87 79 87 91 80 84

ScaleID True 
Weight

 
 
Graphically, the weights of you and your 9 friends looks like this: 
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This shows all 100 measurements. As can be seen, there is about 5% variation (standard 
deviation) in the measurement of weights depending on the scale. That is the intraindividual 
variability. Also, there is about 30% variation (standard deviation) among the weights of the 
individuals. That is the interindividual variability.  
 
You and your friends may be bored, and are entertaining yourselves by standing on scales, 
but you are still geeks, so you decide to construct a formal model of your experiment in the 
scale store. The structural model is easy: you are measuring weight, so the only structural 
parameter is weight. However, you need to account for two sources of variability: the 
differences in weight between each of your friends, and the errors from each measurement of 
weight. So, you would have two parts to your model: 
 
 (True weight)i = Typical weight + ηi 
 (Observed weight)i,j = (True weight)i + εi,j 
 
This says that the individual weight is related to the average plus a random variable (η) which 
represents true biological difference, and the observed weight for that individual (individual 
i) is the true weight of that individual plus the measurement error εi,j, which is the specific 
error of the jth measurement of weight in the ith individual. What we want to know, of 
course, is  

1) what is the typical weight? 
2) what is the variability in the population? 
3) what is the residual error in the measurements? 

 
Let’s turn from our example with weights to a pharmacokinetic example. What are the 
sources of variability that make the observation different from the expectation? Let’s say I 
give a subject a drug, and then measure a concentration. I know with 100% confidence that 
the concentration won’t be precisely what I expected to see. There are two reasons for this: 
 
 1) The model describes the typical (or most representative) individual, not 

anyone in particular. This particular subject’s volumes and clearances are 
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different from those in the model. 
 
 2)  Even if the subject happened to be exactly like the typical individual, the 

measured concentration wouldn’t be the same as the concentration predicted 
by the subject’s volumes and clearances. There are two reasons for this: 

 
   1)  There is always measurement error. 
 
   2)  There is misspecification in the model. In other words, the 

subject isn’t a set of tanks connected by tubes, but is a complex 
physiological system that is only crudely approximated by a 
compartmental model. In other words, the statement above 
“even if the subject happened to be exactly like the typical 
individual” is illogical – biology can’t be reduced to a few 
simple equations. This misspecification in the model is 
considered part of the error, and gets lumped, together with 
assay error, as residual error. If this makes you vaguely 
uncomfortable, it should. Classifying model misspecification as 
residual error glibly passes over what can be a significant 
problem, but that’s what NONMEM does. 

 
To summarize, we have two reasons the concentration measured isn’t precisely the 
concentration predicted: 1) The difference between the subject and the model, interindividual 
variability, and 2) the difference between the prediction of the subjects “true” model (i.e., if 
we could really know the parameters) and the measured concentration, residual 
(intraindividual) variability.   
 
  Let’s say that P is a parameter of a pharmacokinetic model. It might be a 

clearance value, a volume value, or maybe a lag time. Regardless, the value of 
P in the ith subject could be related to the typical value of P in the population 
by the following model: 

 
   Pi = PTV + ηi 
 
  where Pi is the value of the parameter in the ith individual  and ηi is the 

difference between Pi and the value of P for the typical individual, PTV. As 
mentioned, the average ηi isn’t very interesting, because it should be 0. 
However, the variance of η (omega squared) is very interesting, because it is 
the variance of P in the population. Omega squared is what NONMEM will 
estimate. 

 
  Often times we like to think that the residual variability in some parameter is a 

constant fraction of the average parameter. For example, we might think of 
parameter P as being 80  ± 10%. In this case, 10% is the coefficient of 
variation, and it means that the parameter P among the individuals is evenly 
distributed about 100, with a standard deviation of 8 (10% of 80).  

 
  However, in biological settings, most parameters follow a log normal 

distribution rather than a normal distribution. A quick reality check is to ask 
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whether the parameters can logically go negative. If they can’t (and most 
biological parameters can’t go negative) then a log normal distribution is 
probably a good choice.  

 
NONMEM only deals with normally distributed random variables, but log 
normally distributed random variables can be easily generated from normally-
distributed random variables as follows. The log-normal distribution looks like 
this: 

    
   log(Pi)= log(PTV)+ηi  
 
   where η is a normally distributed random variable.  If we take the 

exponent of both sides, we get: 
 
   Pi= PTV  eηi

  
 
  Again, the average η is 0 (remember that e0 is 1).  Were we to use NONMEM 

for this problem, we would estimate PTV and the variance of η, omega 
squared. How do we interpret omega squared in this setting?  Well, if omega 
squared is the variance, in the log domain, of η, then omega is the standard 
deviation, in the log domain, of η. Omega is approximately the same as the 
coefficient of variation in the standard domain. 

 

Implementing random effects in NONMEM 
There are several practical aspects to the variability model that should be understood: 
 

1. The three most common error structures are additive, constant coefficient of variation, 
and log normal. 

a. Additive error model: Value = Predicted + Error 
b. Constant coefficient of variation model: Value = Predicted * (1+Error). The 

constant coefficient of variation model is also called the “constant CV” model, 
or the proportional error model. In this model, errors are normally distributed, 
but are proportional to the magnitude of the prediction. 

c. Log normal model: Value = Predicted * Exp(Error) 
 

2. The additive error model almost always works OK.  In situations where the data cover 
a large range (i.e., pharmacokinetic data that may span several orders of magnitude), 
an additive error model will tend to ignore low concentrations, because the errors 
there are all miniscule in absolute terms. 
 

3. There is little difference between the constant coefficient of variation model and the 
log normal model when the errors are less than 20%. As the errors get bigger, 
however, the distributions diverge. The reason is that the constant coefficient of 
variation model can go negative, while the log normal model cannot go negative. Put 
another way, an error of -∞ will give a value of -∞ with a constant coefficient of 
variation model, but a value of 0 with a log normal model, since Exp(-∞) is 0.  
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Perhaps the following figure will make this easier to understand.  
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 This figure shows the ± 2 SD range for the constant coefficient of variation model vs. 

the log normal model for SD values ranging from 0 to 100% around a nominal value 
of 1. For values less than 30%, the ranges are nearly identical. Beyond 30%, the 
ranges start to diverge. When the standard deviation gets over 50%, two standard 
deviations with the constant CV model starts to include negative numbers.  

 
 Of course, often concentrations are plotted as the log of the concentration, reflecting 

the log-linear behavior of pharmacokinetics. We might want to look at what the 
standard deviation looks like in the log domain as well: 
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 We can see here that the standard deviation in the log domain looks quite well 

behaved for the true log normal distribution. However, ± 2 SD starts to behave quite 
poorly at values greater than 50% SD. Thus, if you think it makes sense to look at 
your data as the log of the data over time, then it probably makes sense to also think 
of the distribution of your data as log normal. 

 
4. For interindividual variability: 

a. Additive error model: VAL = THETA(x) + ETA(y) 
b. Constant coefficient of variation model: VAL = THETA(x) * (1+ETA(y)) 
c. Log normal model: VAL = THETA(x) * EXP(ETA(y)) and on the $EST line, 

include the text “METHOD=1”. The reason is that if you don’t include 
“METHOD=1” on the $EST line, then you will get a constant coefficient of 
variation model for the interindividual variability model, even though you 
have coded it for a log normal error. This has to do with the Taylor expansion, 
whose first term is the same for constant coefficient of variation model and the 
log normal model.  
 

5. For intraindividual variability: 
a. Additive error model: Y = TY + EPS(1). 
b. Constant coefficient of variation model: Y = TY * (1+EPS(1)). If you use 

this model you will probably want to have METHOD=1, INTER on your $EST 
line in the control file. Otherwise, the fits can get really bizarre. 

c. Log normal model: You might think that this would give you a log normal 
intraindividual variance model: Y = TY * EXP(EPS(1)). However, it 
doesn’t! This relates, again, to the Taylor expansion. You can specify a log 
normal model, as described, but what it will produce is a constant coefficient 
of variation model, though you won’t run into problems with negative values.  
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So, you can specify this model, but it will give the same results as the constant 
coefficient of variation model. Also, as noted above, you will probably want to 
have METHOD=1 INTER on your $EST line in the control file. 

i. If you need a log normal model, then you must first transform your 
dependent variables by taking the log of them. Typically, the INPUT 
file contains both the original dependent variable and the log of the 
dependent variable, so you can check both error models. After you log 
transform your dependent variables, you then use a simple additive 
error model: Y = TY + EPS(x). 

d. Mixed additive + constant CV model: assays often have two errors: a fixed 
error near the limits of detection of the assay, and an error proportional to the 
magnitude of the concentration being measured. This can be handled using a 
model with two epsilons: Y = TY * (1+EPS(1)) + EPS(2). 

e. Mixed additive + constant CV model with multiple dilutions: sometimes you 
will want to add additional noise for the number of dilution steps in the assay. 
This can be done as with two epsilons, and DIL, a variable on the data line 
that indicates the number of diluations: Y = TY * (1+ EPS(1)*DIL) + 
EPS(2). 

f. Poisson model: Some advocate using a Poisson distribution to describe the 
residual error. This would be implemented as Y = TY + SQRT(TY)*EPS(1). 

 

Why use NONMEM? 
A question that was very appropriately asked at the workshop was: “Why go to the trouble of 
using NONMEM?” There are several reasons, depending on the circumstances: 

1. NONMEM is well validated and well accepted for pharmacokinetic and 
pharmacodynamic data analysis. If you have PK and PD data that can be analyzed 
with NONMEM, reviewers and readers will tend to wonder why NONMEM wasn’t 
used.  

2. NONMEM is NOT a monstrously big or slow program. It was when it was introduced 
15 years ago. Since then computers have increased their power by several orders of 
magnitude, and most computer programs have gotten huge, and slow. During this time 
NONMEM has grown only modestly, so it is now a relatively svelte and enormously 
efficient piece of code. By way of example, a running copy of NONMEM, including 
all the NONMEM libraries and the GNU Fortran Compiler, can be compressed to just 
a little under 2 MB. The Apple software “iTunes” is 10 MB.  

3. NONMEM allows you to construct a model of reality, and then test that model against 
measured reality. Your model of reality is mostly limited by your insight into the 
problem you are trying to solve. If you can reduce your understanding of reality into 
equations, NONMEM can probably fit the unknown elements of your model to your 
observations. 

4. There are a lot of NONMEM users around, so it is usually fairly simple to find an 
expert to help you with your modeling. 

5. NONMEM is a tool that permits you to tackle many common statistical and data-
analysis problems with a considerable amount of flexibility and much more control 
over the nuances of the statistical analysis than standard statistical routines and 
software packages. 

6. There are a variety of NONMEM interfaces (front- and back-ends) to help simplify 
NONMEM use. Common ones are PopPK from Globomax, Xpose, and Wings for 
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NONMEM.  
7. NONMEM can be run in batch mode. As a result, it is possible to do very complex 

analyses that require multiple regression steps. An example of this is “profiling” one 
or more variables in a fit. Profiling means calculating the objective function for the 
“best” fit at different values of a parameter. 

8. NONMEM can readily use the models you develop to simulate hypothetical data, a 
powerful analysis tool. For example, if you have done a NONMEM fit of your 
preliminary data, you can use your resulting model to simulate data from hypothetical 
alternative trials with more subjects, different covariates, different sample times, or 
other common changes. In batch mode you can run that simulation hundreds of times, 
fit each one to several control streams, and test the power of the study design to 
demonstrate a specific hypothesis.  

NONMEM Limitations and Pitfalls 
There are also some important limitations to NONMEM, including: 

1. NONMEM has poor graphics. Thus, you need to use NONMEM in combination with 
another program, such as Excel, R, or S Plus, or use it with a graphical interfaces, as 
mentioned above. 

2. NONMEM can be very hard to use. The error messages range from very helpful to 
uninterpretable. If the program starts to run, and then hangs, it can be impossible to 
understand what went wrong. Fits can be extraordinarily sensitive to initial estimates 
of the structural and variance parameters. If a fit doesn’t look good, it can be hard to 
understand the nature of the problem. 

3. Testing with NONMEM is entirely done by trial and error. There is no automated 
testing of models, covariates, error models, or anything else in NONMEM. 

4. NONMEM provides no facility to help you keep track of the models you have tested 
as you use the program. If you don’t keep good notes yourself as you test models with 
NONMEM, it can be almost impossible after the fact to reconstruct the analysis that 
led you to a particular conclusion about your data. (The corollary is to keep good 
notes while you do your fits, so you can reconstruct your analysis later if you have 
to).  We have developed scripts for this course that you can use to help you document 
your NONMEM runs for use in a production environment.  

5. NONMEM can be expensive. An academic license costs $300/year. For users who 
only need to analyze a single data set, that can be prohibitively expensive. 

6. The control stream cannot be wider than 80 characters. Characters beyond 80 are 
truncated. 

7. NONMEM can be slow, particularly with large datasets. One fix is to instruct 
NONMEM to call certain functions only when needed. For example, if the covariates 
never change for an individual, certain functions can be called only once per 
individual rather than once per record. This is implemented through CALL – the 
simplest means to accomplish this is the use of "(ONCE PER INDIVIDUAL 
RECORD)" in the $PK block. 

8. NONMEM reads 19 columns of data (plus a column containing MDV, if you choose 
to enter this parameter as data rather than allowing NMTRAN to create it). If you 
have more than 20 columns of data, extraneous values can be omitted with the 
"=DROP" instruction. If you have too many necessary columns, there is a 
complicated fix available with "$CONT". Under most circumstances, recoding of the 
data solves the problem. 

9. NONMEM has "reserved" terms such as "DV" for "dependent variable". Most of 
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these will become apparent in our sessions. These include PRED, IPRED, ID, etc. 
Don't use these terms for other purposes. 

10. In a NONMEM population dataset, individuals are distinguished by a change in the 
ID in successive records. Thus, a series of records with the ID column of 
1,1,1,1,2,2,2,2,1,1,1 would be seen as indicating three individuals, two of whom has 
the ID "1". If this is your intent, no problem, although one can imagine some potential 
confusion in creating graphics from such a file. If this actually represents two 
individuals, the data for each individual must be contiguous. 

11. NONMEM allows only a certain number of digits to each of the left and right of the 
decimal point. Thus, if someone sends you a dataset with a 10-digit ID, it loses 
precision when read into NONMEM. Use R (or some other program) to create unique 
IDs acceptable to NONMEM. 

12. NONMEM accepts data in many formats. For example, instead of coding time as the 
elapsed interval since the first dose, clock times and calendar dates can be entered. 
Unfortunately, the rules for working with these data are complicated. Instead, I 
encourage you to preprocess these data and keep things within NONMEM simple. 
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Implementation of NONMEM 

When NONMEM was first distributed, it required code that was not user-friendly.  A snippet 
of this code is shown below: 
 
     SUBROUTINE MODEL (IDNO,NCM,NPAR,IR,IATT,LINK)                         
   
      INTEGER IDNO,NCM,NPAR,IR,IATT,LINK,I,J                               
    
      DIMENSION IATT(IR,*),LINK(IR,*)                                      
    
      COMMON/PRNAME/NAME                                                   
    
      SAVE 
      CHARACTER*8 NAME(20) 
      INTEGER MOD(2,7) 
      CHARACTER*8 CMOD(2) 
      COMMON/PRCM00/MC0000(6),ME0000(6),MG0000(6),MT0000(6)                
    
      INTEGER MC0000,ME0000,MG0000,MT0000                                  
    
      DATA MOD/                                                            
    
     X1,1, 
     X1,1, 
     X1,1, 
     X1,0, 
     X1,0, 
     X0,0, 
     X0,0/ 
      DATA CMOD/ 
     X'CENTRAL ', 
     X'PERIPH  '/ 
      MC0000(6)=20 
      ME0000(6)=30 
      MG0000(6)=50 
      MT0000(6)=40 

Fortunately, the NONMEM Project group realized that this would hamper its use.  This 
spawned NM-TRAN, the NONMEM translator.  For those of you who find NM-TRAN code 
(what you actually now write in NONMEM) difficult to interpret, you would cringe at trying 
to work with raw NONMEM code.  Other than Leon Aarons (Manchester, UK), I doubt that 
anyone actually works with raw code at present. 

NM-TRAN is program that converts a series of Fortran-like instructions into NONMEM 
code.  We will work with NM-TRAN code in this course, which we will typically refer to as 
a “control file”.   
 
By today’s standards, command line programs seem a bit archaic. Users expect fancy 
graphically oriented interfaces, and to execute commands with a simple point and click. 
Indeed, there are a variety of programs that work alongside NONMEM providing exactly 
that: point and click graphical user interfaces. You are welcome to explore them. However, 
this workshop will stick with the (nearly) original command line interface. 
 
The appeal of the command-line interface for a program like NONMEM is that it is 
immensely efficient. If you know how to type, you can create models very quickly. Here are 
the basic steps for running NONMEM. 
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1. Get your data ready. 

The easiest way to do this is to assemble your data using EXCEL. Each line in the 
EXCEL file contains either one observation or, if appropriate, one dose. The records 
appear in subject order. The subject number, called “ID”, is the first item on each line. 
Within a subject, the records are organized by time if a time series is being analyzed 
(as is usually the case for PK and PD data). Time, called “TIME”, is usually the 
second item on each line. Each line also contains any subject covariates that you think 
might be of interest, such as weight, height, gender, cardiac output, etc. The data file 
is then saved as a CSV (comma separated values) file, a PRN file (space separated 
values), or as a TXT file (tab separated values). Saving the file directly from EXCEL 
may, however, fail, because some of these formats use 2 byte Unicode characters, 
rather than 1 byte ASCII characters. My own preference is to cut the data out of 
EXCEL, paste it into NOTEPAD, and save it using NOTEPAD. Standard NONMEM 
cannot interpret tabs as separators. I’ve modified the distributed NONMEM code to 
accept tabs as separators (for reference, change IF (CHAR.EQ.' ') GO TO 200 to IF 
(CHAR.LE.' ') GO TO 200 in READ2.FOR).  The workshop will show you how to 
do this with both Excel and R. 

 
2. Review the data 

It is critically important to check your data files for consistency. Where possible, 
create graphs of your raw data, looking for outliers and trends. A common mistake is 
to start modeling data before looking at it. Graphical and statistical examination of the 
data often suggests both problems and possible unexpected insights into the data. At a 
minimum, you should graph out concentrations over time for all PK data, and 
response vs. dose or concentration for all PD data. 

 
3. Write your control file. 

The control file creates a control file modeled on the “batch control language” of the 
1960s. It is a text file that tells NONMEM what to do. TRY TO ONLY USE UPPER 
CASE, as the control file reflects the standards of Fortran in the 1960s, and mixed 
case may cause problems. The control file contains the following control elements: 

$PROB States the problem being solved.  
$DATA The name of the data file (created in the first step above) 
$INPUT The names of the data records in the input file, including ID and TIME 
$PRED A user-supplied subroutine that predicts the observed experimental 

result. This is described in considerable detail later. 
Or 
$SUBMODEL, $MODEL, $PK, $DES, $ERROR: A subroutine that predicts the 

observed experimental result, using NONMEM’s built-in differential 
equation solver. These are also described in considerable detail later. 

$THETA Initial estimates of the parameters of the structural model. NONMEM 
typically tries to optimize these, but they can also have fixed values. 

$OMEGA Initial estimates of the variance of the interindividual random effects 
(ETAS). NONMEM typically tries to optimize these, but they can be 
fixed in value. If they are all fixed at “0”, that is called “naïve pooled 
data”, and is often useful for testing other parts of the model. 

$SIGMA Initial estimates of the variance of the intraindividual random effects 
(i.e., residual noise). NONMEM virtually always estimates this.  
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$EST Instructions that control the estimation process. Typically includes 
things like “SIG=3” (3 significant digits), “PRINT=1” (give up screen 
update with every iteration, “MAX=2000” (maximum number of 
iterations before NONMEM gives up), “METHOD=0” (original 
NONMEM “first order” estimation method, “METHOD=1” (the more 
recently introduced “first order conditional” estimation method), 
“LIKELIHOOD” (the model is directly estimating the probability, 
rather than predicting the observation, used for yes/no data), “INTER” 
(used when the residual variance is proportional or exponential), 
“NOABORT” (tells NONMEM to not give up when the PRED routine 
exits with an error). 

$COVARIANCE Estimates the full variance-covariance matrix, particularly 
useful to get standard errors of the NONMEM parameters 

$TABLE Prepares an output table of the results 
 

4. Run the NONMEM program 
The implementation takes place by NONMEM in several steps:  

a. First, the NMTRAN file is read by a program called “TRAN.” TRAN  
i. Reads the data file, reformats it, and puts it into a file called FDATA. 

ii. Reads your model, turns it into Fortran code, and saves it in a file 
called FSUB 

iii. Reads all your initial estimates, and your instructions for running 
NONMEM (e.g., the $EST line) and saves that in a file called FCON 

b. Then, the Fortran code in FCON is compiled into an executable program. 
c. The executable program, which is NONMEM, but is a specific compilation of 

NONMEM for just this model, is run, producing the NONMEM output. 
d. To implement the above steps, open up a Windows command prompt. This 

MUST be done by clicking on the “NONMEM Command Prompt” icon in the 
c:\NONMEM directory. This sets up the necessary environment variables for 
NONMEM to run. I’ve created a file called “GO” that will automatically do 
all these steps. If a step fails, GO stops. GO called without arguments will run 
every NMTRAN control file in the directory. It identifies them by the name 
“control….”. If you call GO with an argument, it will only run the NMTRAN 
file specified in the argument. 
 

5. Interpret your results. 
This involves looking at the NONMEM output files. If you use GO, you will get two 
files, one called “run summary.*” and one called “output.*” where * is the name of 
the NMTRAN file. (This assumes that the postprocessor is ready by the time of the 
workshop. If not, your output files will have a different name and format). The run 
summary file tells you about any problems NONMEM had during the run. Start by 
going to the bottom of that file. Did NONMEM complete the run OK? Were there 
errors? Did you get enough significant digits? Then, go to the output file. This is a 
comma-separated file, so you can load it with Excel, which often makes it easier to 
read. 
Note that run summary and output are HIGHLY modified from the original 
NONMEM output files. Stu Beal clearly spent months working on the NONMEM 
output to make it look nice on a 66 line printer, which was the standard output device 
30 years ago. However, most users now want something that is compatible with 
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NOTEPAD, EXCEL, or other PC tools for examining files. Thus, I’ve condensed the 
output from what Stu created, and made it comma separated, so it will easily load into 
Excel. 

If NONMEM fails to run 
There are a variety of reasons that NONMEM may either fail to run, or will run but give 
meaningless or absurd results. Here is a brief list of things to try to coax NONMEM into 
running a model where it is having difficulty. Note that this often involves a lot of trial and 
error. 

1. Try different starting estimates. Sometimes NONMEM is very sensitive to the starting 
estimates of the parameters. For variability parameters, NONMEM tends to perform 
better if the initial estimates are too high, rather than too low.  

2. Reduce the number of THETAs in the model. If a model is over-specified, then 
NONMEM can thrash trying to find the correct value for THETA. Reduce a 3 
compartment model to a 2 compartment model. Eliminate covariate effects. The fewer 
parameters NONMEM tries to estimate, the more likely it is to successfully estimate 
the value of the parameters. 

3. Reduce the number of variance parameters. Variance parameters can be particularly 
troublesome. Try having only 1 ETA and 1 EPS in the model.  

4. Fix the values of ETA at 0. This is the naïve pooled data (NPD) approach, and it 
works surprisingly well. NONMEM sometimes has real problems estimating the 
structural model and the variance model at the same time. When this is the case, you 
may be able to get NONMEM to run by fixing every ETA value at 0 (e.g., $OMEGA 0 
FIX 0 FIX 0 FIX ) and so on. With the ETA estimates fixed at 0, estimate the values 
of THETA. Then, fix the THETA values at those estimated, and now estimate the 
OMEGA matrix (i.e. ETA) for the fixed values of THETA. This way NONMEM isn’t 
trying to estimate both THETA and OMEGA at the same time. 

5. Try different starting estimates of SIGMA. NONMEM can be very sensitive to poor 
starting estimates of SIGMA. You may be able to get good estimates just by looking 
at the data. 

6. Change the number of significant digits. NONMEM tries to estimate the number of 
significant digits requested on the $EST line. Sometimes NONMEM flails because it 
just can’t get enough digits. If that is the case, tell NONMEM to just estimate 2 
significant digits. However, I’ve also seen a cases where increasing the number of 
significant digits forced NONMEM to spend more time refining the parameter 
estimates, which helped NONMEM process the covariance step. You can explore the 
influence of changing the number of significant digits when you have a problem 
estimate parameters, or getting NONMEM to complete the covariance step. 

7. Eliminate severe outlying data points. Occasionally NONMEM gets very torqued 
trying to fit a particularly troublesome point. In fact, it can be quite amazing how a 
single data point can affect the overall fit. If NONMEM is having trouble, go back to 
your graphs of the raw data and see if there are a few points that might be making it 
very difficult to fit the data. If so, eliminate the points. If you get the data to fit 
without the points, then you can put the estimated values of THETA, OMEGA, and 
SIGMA into NONMEM as good starting estimates, add the deleted points back to the 
raw data, and see if you can still fit the model. (Of course, if you delete data to get 
NONMEM to run, you will still have to justify the deletion to reviewers and, perhaps, 
the FDA…)  

8. Use only simple additive error models. Additive error models are far easier for 
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NONMEM to deal with than constant CV or log normal models. If you are using log-
normal models, and NONMEM is flailing to find an answer, switch to additive 
models for interindividual and residual variances. Additive models are rarely the best 
models, because reality appears to follow log-normal distributions more often than 
additive distributions. However, they are rarely poor choices as well, and they rarely 
screw up. By contrast, log-normal error models can sometimes be very poor choices, 
and can really torque a NONMEM fit. 

9. Use tighter upper and lower bounds. It may be that the parameters are wandering into 
a space that causes mathematical problems. For example, be sure that your estimates 
of THETA have an appropriate lower bound (often 0). If you have Hill coefficients in 
your model, be sure to put a reasonable upper bound on the parameter.  

10. Add INTER to $EST line if you are using a model of residual variability that is more 
complex than a simple additive model. Otherwise, there can be an interaction between 
ETA and EPSILON that can seriously torque your parameter estimates. In general, 
when using constant CV or lognormal error models, it is best to include METHOD=1 
INTER on the $EST line of the control file. 

11. Get your model to work with FO (METHOD=0) before trying to get it to work with 
FOCE (METHOD=1). The reason is that FO tries a much narrower range of parameter 
values than FOCE, which tries parameter values that are all over the map.  

12. Make sure initial estimates are consistent with your units of dose, concentration and 
time. 
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The NONMEM Data Input File 
 
The NONMEM input file is an ASCII text file that contains the data NONMEM needs to 
estimate the parameters of the model. This typically includes both the observations and, for 
drug studies, the drug doses. 
 
Here are some examples of input files of increasing sophistication: 
 
This first file shows my weight for 10 trips to the scale (in my dreams!): 
#MYWEIGHT 
63 
61 
63 
61 
62 
61 
58 
61 
58 
59 

 
Note that there is no ID item when there is only one subject. The control file that processes 
these data would have this line: $INPUT WT=DV, noting that there is only one record on 
each line, called WT, and that it is the dependent variable. The # before MYWEIGHT on the 
first line tells NONMEM to ignore the line when reading the file. 
 
Here is a file showing weights for several individuals, each making multiple trips to a scale: 
#ID WEIGHT 
1 63 
1 61 
1 63 
2 86 
2 87 
2 84 
2 93 
3 93 
3 92 
3 90 
3 89 
4 68 
4 68 
4 66 
4 65 

 
And so on. Note how each individual is represented with a unique ID. The first line is ignored 
because of the #. The input line in the control file would be $INPUT ID WT=DV, noting 
that the ID is the first item on each line, WT is the second item on each line, and it is the 
dependent variable (i.e., observation).  
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Here is an example of a simple bolus dose input file, in which the user has written the $PRED 
routine that relates dose to concentration, and is not relying on NONMEM’s built-in PRED 
functions: 
#ID DOSE TIME CON 
1 10 0 110 
1 10 5 117 
1 10 10 78 
1   10   20   57 
1   10   45   44 
1   10   60   35 
1 10 90 12 
1 10 120 6 
1 10 180 1 
2 12 0 153 
2 12 5 67 
2 12 10 37 
2 12 20 27 
2 12 45 51 
2 12 60 14 
2 12 90 10 
2 12 120 7 
2 12 180 2 
3 7 0 276 
… 

 
In this file, the dose information shows up on every line, permitting the user to write a PRED 
subroutine within NMTRAN that predicts the concentration at each point in time from the 
dose. The control file would contain $INPUT ID DOSE TIME C=DV. The $PRED routine 
might contain a model such as “Y=DOSE*C1*EXP(-K*TIME)”. Note how the DOSE 
record changes with each patient. Thus, NONMEM does not need to assume that all patients 
get the same dose. 
 
Let’s say that we are going to analyze the same file as above, but we think that the 
concentrations all scale to weight. In that case, we would include weight as a covariate:  
 
#ID DOSE  TIME  CON WT 
1 10 0 110 68 
1 10 5 117 68 
1 10 10 78 68 
1   10   20   57 68 
1   10   45   44 68 
1   10   60   35 68 
1 10 90 12 68 
1 10 120 6 68 
1 10 180 1 68 
2 12 0 153 85 
2 12 5 67 85 
2 12 10 37 85 
2 12 20 27 85 
2 12 45 51 85 
2 12 60 14 85 
2 12 90 10 85 
2 12 120 7 85 
2 12 180 2 85 
3 7 0 276 52 
… 

This is like the previous example, except for the addition of weight as a covariate. The 
NMTRAN file would contain: $INPUT ID DOSE TIME C=DV WT. The $PRED routine 
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might contain a model such as “F=DOSE/WT*C1*EXP(-K*TIME)”. 
 
The above example assumed that the user would write out the model using the $PRED. 
NONMEM can also provide pharmacokinetic models. Such models require that the dose be 
entered in the data file in a very particular format. The following file shows the same data, 
but in a format that would be required by one of the pre-defined models from the NONMEM 
library (use of $SUB in an NMTRAN file). 
 
#ID AMT RATE TIME CON MDV 
1 10 0 0 0 1 
1 0 0 0 110 0 
1 0 0 5 117 0 
1 0 0 10 78 0 
1 0 0 20 57 0 
1 0 0 45 44 0 
1 0 0 60 35 0 
1 0 0 90 12 0 
1 0 0 120 6 0 
1 0 0 180 1 0 
2 12 0 0 0 1 
2 0 0 0 153 0 
2 0 0 5 67 0 
2 0 0 10 37 0 
2 0 0 20 27 0 
2 0 0 45 51 0 
2 0 0 60 14 0 
2 0 0 90 10 0 
2 0 0 120 7 0 
2 0 0 180 2 0 
3 7 0 0 0 1 
3 0 0 0 276 0 
… 

 
Unlike the prior example, the dose now just shows up on the first line of the record. For this 
data file, the control file would include $INPUT ID AMT RATE TIME C=DV MDV. The 
meaning of ID, RATE, C=MDV are unchanged from what was described above. However, 
the fields AMT, RATE, and MDV are new. AMT and RATE are used to provide dosing 
information. AMT is the amount of drug in the dose, and RATE is the rate at which the drug 
is being given. If RATE = 0, then the dose is assumed to be a bolus. If RATE > 0, then the 
drug is given at a constant rate. The duration of the infusion is not specified, but is 
necessarily AMT/RATE. The field MDV means “missing dependent variable.” It tells 
NONMEM that it should NOT estimate the value of the dependent variable for that particular 
record. For reasons I find mysterious, whenever a dosing record is given, a dependent 
variable CANNOT be specified on the same line. Thus, you will see that there are two 
records at time 0: a dosing record, and a concentration record. NONMEM processes the 
record in order. By putting the dosing record first, the concentration at time 0 calculated by 
the second record will be AMT/V1. If the record order was reversed, then the concentration 
at time 0 would be calculated before the bolus dose was given, and so the concentration 
would be 0. 
 
Pharmacodynamic data input files are very similar to the pharmacokinetic models described 
above. However, one file structure unique to pharmacodynamics is the structure for binary 
yes/no data. Let’s say you have concentration data in 4 individuals, and you are looking for 
the concentration where individuals don’t move to a painful stimulus. The input file might 
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look like this: 
 
#ID CON RESP 
1 1 1 
1 1.5 1 
1 2 0 
1 2.2 1 
1 2.5 0 
1 3 0 
1 4 0 
2 1 1 
2 1.5 1 
2 2 1 
2 2.5 0 
2 3 0 
2 4 0 
3 1 1 
…. 

 
In this file, CON is the measured concentration, and RESP is the response, with 1 for 
“present” and 0 for ”absent.” The control file will contain the line $INPUT ID CON=DV 
RESP. For these type of data, the “DV” seems unnecessary. The model will estimate the 
probability of observation, instead of actually trying to predict the observed 0 or 1 response, 
by virtue of having included the word “LIKELIHOOD” in the $EST line. This is discussed 
further in the examples that follow. 
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The NONMEM NMTRAN File 
 
NONMEM requires two files to run: the data file, described above, and an NMTRAN file. 
The control file is an ASCII file that contains statements very similar to “job control 
language” used in the 1960s. The NMTRAN files will be presented and discussed for each 
example. However, we will start with the simple example used for weight to review the basic 
structure of an NMTRAN file: 
 

$PROB Example to calculate average weight in a population 
$DATA weights.txt 
$INPUT  ID WT=DV 
$PRED  

WTTV=THETA(1)+ETA(1) 
Y=WTTV+EPS(1) 

$THETA  
70 

$OMEGA  
25 

$SIGMA 
4 

$ESTIMATION SIG=3 MAX=2000 PRINT=1 
$TABLE ID 

 
These lines work as follows: 

$PROB Example to calculate average weight in a population 
 This is printed at the top of the NONMEM output so you can know what you 

were trying to do. It is free text, and has no restrictions 
 
$DATA weights.txt 

  This tells NONMEM where to look for the data to be fit. This file contains the 
observations from the experiment, all information about the subjects (e.g., 
height, weight, gender, age), and any dosing information. 

 
$INPUT  ID WT=DV 

  This tells NONMEM what the data fields are that are being fit. Note the 
“WT=DV”. This means that the second item in each line, which NONMEM 
will know as the “WT” item, is also the dependent variable (DV). In other 
words, this is the number that the model is trying to predict. The item names 
are limited to 4 letters (sorry). Also, some names are not permitted, as they are 
NONMEM reserved words. For example, you cannot use Y, F, G, GG, H, N, T, 
or S, since these are reserved for particular variables. There are other reserved 
variable names, which can be found in c:\nonmem\nmv\help\abbrevia.for.  

 
$PRED  
 Here is where the fun starts. PRED is the PREDICTION – the mathematics 

that goes from the model parameters to the prediction of the dependent 
variable. 

 
WTTV=THETA(1)+ETA(1) 
 This is NONMEM’s way of notating that the true value of weight in 

the ith individual is the average weight, THETA(1), plus the random 
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variable for the interindividual variability. How does NONMEM know 
which individual is which? NONMEM assumes you are talking about 
a single individual, provided the ID field doesn’t change. As soon as it 
changes, then NONMEM knows you are talking about the next 
individual.  
 
The observations have to be clustered, and in time order. NONMEM 
processes the input file in the order the records appear.  
 
THETA(1) means the first parameter. If there were 10 parameters in 
the model, then there would be THETA(1) through THETA(10) for the 
ten parameters. Similarly ETA(1) just means the first value of η in the 
model of interindividual variability. There could be more values of 
ETA than THETA in the model, although more commonly there are 
fewer values of ETA than THETA. In our simple example, there is just 
one of each. 

 
 Where did I get the name WTTV? I made it up, intending for it to 

stand for “weight, true value”. I can make up any variable name I 
want. However, NONMEM requires that the name just have 4 
characters, which can really be a pain. Additionally, there are certain 
names that are reserved by NONMEM. As was mentioned for 
$INPUT, you can’t name a variable Y, F, G, GG, H, N, T, or S, since 
these are reserved, and other reserved variable names can be found in 
\nonmemcourse\nmv\help\abbrevia.for. However, it is important to 
realize that the name WTTV tells NONMEM nothing. It is only 
because I use this variable as the true value of the weight in the 
equations that it has that meaning. It could just as easily be cardiac 
output, the volume of the central compartment, or a flag for 
response/no response. The name itself means nothing to NONMEM. 

 
Y=WTTV+EPS(1) 
 This is NONMEM’s way of saying that the observation, Y, is the “true 

value” of weight, WTTV (a variable that I created for this purpose in 
the model) plus residual intraindividual error, EPSILON. Typically 
there are only one or two values of EPSILON in a model. My own 
practice is to use just one epsilon, which lumps all the residual error 
into a single term.  

 
 You can read more about the code in the $PRED routine in 

c:\nonmem\nmv\help\abbrevia.for. 
 

$THETA  70 
This is the list of starting estimates for the structural parameters (i.e., the 
parameters that define the typical response).  
 
70 is the initial estimate of average weight to give NONMEM an idea of the 
right scale for the value. You can provide bounds on this estimate by adding 
values in parentheses. For example, if the parameter was (10, 70, 200) that 
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would tell NONMEM that the estimate of average weight could not be below 
10, or above 200). Often parameters are bounded to prevent problems, such as 
numbers going below 0, or numbers being raised to large powers. If you 
wanted NONMEM to leave the parameter alone and not try to estimate it, you 
can append the word FIX after the parameter (e.g., 70 FIX) 

 
$OMEGA  25 

This is the starting estimate for ω2. Oddly, its just called OMEGA, not 
OMEGASQ, but the value nonetheless is the variance, ω2 .  
 
25 is the starting estimate of the first interindividual variance parameter. If you 
wanted NONMEM to leave the parameter alone, you would list this as 25 FIX. 
Usually the FIX is used in the $OMEGA line to force a “naïve pooled data” 
fit, where you are simply trying to find the best model for the entire 
population, ignoring interindividual variability. In that case, the control file 
has “$OMEGA 0 FIX”. 
 
Keep in mind that this is the square of the standard deviation. The effect of 
this statement is to say that my starting estimate for the weights in this 
population of patients is 70 ± 5 kg. 

 
$SIGMA 4 
 This is the starting estimate for σ2. As was also true for $OMEGA, this 

variable is called SIGMA, not SIGMASQ, but it is nonetheless the value of 
the residual variance, σ2. Because the initial estimate is 4, I’m saying that I 
think my scales have a standard deviation of 2 (i.e., the square root of 4).  

 
$ESTIMATION SIG=3 MAX=2000 PRINT=1 
 This controls the estimation process. This tells NONMEM to try to get 3 

significant digits (i.e., to estimate each parameter with precision of one part in 
1000), to not evaluate the function more than 2000 times, and to print the 
output of the fit with every iteration. 

 
$TABLE ID 
 This tells NONMEM to print a table of the fit at the end of the run. Note that 

NONMEM will append to each line in the table the dependent variable, the 
prediction of the dependent variable, the residual error, and the weighted 
residual error. Because the dependent variable (WT) is already printed on each 
line, all I need to specify is that NONMEM print the ID. 

 
There is another type of NMTRAN file that does not use $PRED. This is described below.  
 
 
NMTRAN files will be dissected for each OUTPUT example below. However, one hint on 
control files: never write one from scratch. Instead, find a control file that does something 
similar to what you want to do, and modify it as necessary. That way you have the basic 
structure of the control already outlined in your text editor, and can focus on the part of the 
control file that has to be tweaked to fit your data. 
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NONMEM Output 
 
In previous workshops, we changed NONMEM to create a new output file. The was done to 
create more parsimonious files that could be readily imported into Excel.  
 
These changes were done as direct coding changes in NONMEM. However, for this and all 
future workshops we have decided to revert to the standard NONMEM release. We are now 
writing a post-processor that will convert the NONMEM output file into the files described 
below. As of when this document was sent to the printer, the post-processor was not 
completed. If it is ready, we will distribute it at the time of the workshop. 
 
The post-processor (when completed) will produce two output files, “Run Summary” and 
“Output”. “Run Summary” gives a summary of the NONMEM run. It describes exactly what 
was asked of NONMEM, shows the objective function being minimized, and indicates if 
there were any problems running NONMEM. “Output” shows the parameters of the model, 
and (if a table is requested) the line by line predictions of the model.  
 

Run Summary 
Here is a sample of Run Summary for the weight example: 
 
NONLINEAR MIXED EFFECTS MODEL PROGRAM (NONMEM), VERSION V LEVEL 1.0   
DEVELOPED AND PROGRAMMED BY STUART BEAL AND LEWIS SHEINER 
 
************************* RUN SUMMARY ************************* 
PROBLEM NUMBER 01, Example to calculate average weight in a population, normal 
distribution 
DATA CHECKOUT RUN: NO  
NUMBER OF DATA RECORDS IN DATA SET:  100 
NUMBER OF DATA ITEMS IN DATA SET:   2 
ID DATA ITEM IS DATA ITEM NO.:   1 
DEP VARIABLE IS DATA ITEM NO.:   2 
LABELS FOR DATA ITEMS: 
   ID      WT 
FORMAT FOR DATA: 
 (2E3.0)                                                                          
  
TOTAL NUMBER OF OBSERVATION RECORDS:  100 
TOTAL NUMBER OF INDIVIDUALS:   10 
LENGTH OF THETA:  1 
OMEGA HAS SIMPLE DIAGONAL FORM WITH DIMENSION:  1 
SIGMA HAS SIMPLE DIAGONAL FORM WITH DIMENSION:  1 
INITIAL ESTIMATE OF THETA: 
   0.8000E+02 
INITIAL ESTIMATE OF OMEGA: 
 0.2500E+02 
INITIAL ESTIMATE OF SIGMA: 
 0.5000E+01 
ESTIMATION STEP OMITTED: NO  
NUMBER OF FUNCTION EVALUATIONS ALLOWED: 2000 
NUMBER OF SIGNIFICANT FIGURES REQUIRED: 3 
INTERMEDIATE PRINTOUT: YES 
ESTIMATE OUTPUT TO MSF: NO  
TABLES STEP OMITTED: NO  
NUMBER OF TABLES:           1 
-- TABLE  1 -- 
PRINTED: YES 
USER-CHOSEN ITEMS  
 IN THE ORDER THEY WILL APPEAR IN THE TABLE: 
   ID 
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MONITORING OF SEARCH: 
ITERATION NO.:    0     OBJECTIVE VALUE:    479.6032 
ITERATION NO.:    1     OBJECTIVE VALUE:    431.4497 
ITERATION NO.:    2     OBJECTIVE VALUE:    395.0780 
ITERATION NO.:    3     OBJECTIVE VALUE:    390.3640 
ITERATION NO.:    4     OBJECTIVE VALUE:    386.1240 
ITERATION NO.:    5     OBJECTIVE VALUE:    384.5373 
ITERATION NO.:    6     OBJECTIVE VALUE:    384.1788 
ITERATION NO.:    7     OBJECTIVE VALUE:    384.1312 
ITERATION NO.:    8     OBJECTIVE VALUE:    384.1224 
ITERATION NO.:    9     OBJECTIVE VALUE:    384.1216 
ITERATION NO.:   10     OBJECTIVE VALUE:    384.1216 
ITERATION NO.:   11     OBJECTIVE VALUE:    384.1216 
MINIMIZATION SUCCESSFUL 
NO. OF FUNCTION EVALUATIONS USED:   58 
NO. OF SIG. DIGITS IN FINAL EST.:  3.3 

 
To explain the above file, we will go over it line by line:  
 
NONLINEAR MIXED EFFECTS MODEL PROGRAM (NONMEM), VERSION V LEVEL 1.0   
DEVELOPED AND PROGRAMMED BY STUART BEAL AND LEWIS SHEINER 

 
NONMEM was written by Stuart Beal and Allison Boeckmann of the NONMEM 
Project Group. The intellectual foundation of NONMEM was worked out by Lewis 
Sheiner and Stuart Beal in 30 years of very close collaboration.  

 
************************* RUN SUMMARY ************************* 
PROBLEM NUMBER 01, Example to calculate average weight in a population, 
normal distribution 

  
The problem is taken from the $PROB statement in the NMTRAN file 

 
DATA CHECKOUT RUN: NO  

 
 It is possible to have NONMEM do a data checkout run. I don’t use this feature. 
 
NUMBER OF DATA RECORDS IN DATA SET:  100 
NUMBER OF DATA ITEMS IN DATA SET:   2 
ID DATA ITEM IS DATA ITEM NO.:   1 
DEP VARIABLE IS DATA ITEM NO.:   2 
LABELS FOR DATA ITEMS: 
   ID      WT 
FORMAT FOR DATA: 
 (2E3.0)      
TOTAL NUMBER OF OBSERVATION RECORDS:  100 
TOTAL NUMBER OF INDIVIDUALS:   10 

 
 These lines described your data input file, based on the two statements in the control 

file $DATA weights.txt and $INPUT ID WT=DV. There are 100 individual 
records in the control file (remember, 10 individuals weighing themselves on 10 
scales?). Each line has 2 items. The important ones to NONMEM are the ID and the 
dependent variable. NONMEM has identified from the line $INPUT ID WT=DV 
that the ID items is the first data item, and the dependent variable is the second item. 
It then lists all of the item labels, and, having inspected the file “weights.txt”, 
indicates how the data appear to be formatted. 

 
 Lastly, based on this information, it tells us that there are 100 observations (i.e., 100 
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records contain a dependent variable [remember, with some input files there is an 
MDV or “missing dependent variable” data item]). Based on the ID field, it has 
figured out that there are 10 individuals in the file. 

                                                          
LENGTH OF THETA:  1 
OMEGA HAS SIMPLE DIAGONAL FORM WITH DIMENSION:  1 
SIGMA HAS SIMPLE DIAGONAL FORM WITH DIMENSION:  1 
INITIAL ESTIMATE OF THETA: 
   0.8000E+02 
INITIAL ESTIMATE OF OMEGA: 
 0.2500E+02 
INITIAL ESTIMATE OF SIGMA: 
 0.5000E+01 
 
 These next lines describe the initial parameter estimates. There is 1 theta record (the 

average weight in the population). The initial estimate of that record is 80 
(NONMEM’s use of scientific notation is sometimes difficult to read). When 
NONMEM says that “OMEGA has a simple diagonal form with dimension: X” it 
means that you are simply estimating standard deviations for the parameters, and not 
estimating covariances. By and large, you will not estimate covariances, just 
variances. The variances are the diagonal elements of the variance/covariance matrix, 
which is why it says “OMEGA has simple diagonal form…” For our purposes, the 
above statement simply says there is one OMEGA, whose initial value is 25, and one 
SIGMA, whose initial value is 5.  

 
ESTIMATION STEP OMITTED: NO  
NUMBER OF FUNCTION EVALUATIONS ALLOWED: 2000 
NUMBER OF SIGNIFICANT FIGURES REQUIRED: 3 
INTERMEDIATE PRINTOUT: YES 
ESTIMATE OUTPUT TO MSF: NO  

 
 These lines indicate the information on the $EST (or $ESTIMATION) line. We are 

estimating values, so this is not just a simulation. NONMEM can run 2000 
evaluations of the objective function before giving up. We want NONMEM to 
estimate the 3rd digit with sufficient precision (from an iterative standpoint). We want 
to see the progress of intermediate steps. The line about MSF output relates to using a 
temporary storage area.  

 
 
TABLES STEP OMITTED: NO  
NUMBER OF TABLES:           1 
-- TABLE  1 -- 
PRINTED: YES 
USER-CHOSEN ITEMS  
 IN THE ORDER THEY WILL APPEAR IN THE TABLE: 
   ID 

 
 This describes the table step. We will print a single table. As requested in the $TABLE 

line, the table will include the ID item. This is all the line needs to include, because 
NONMEM will automatically add the dependent variable (WT) and the prediction 
(called PRED in the table). 

 
 
MONITORING OF SEARCH: 
ITERATION NO.:    0     OBJECTIVE VALUE:    479.6032 
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ITERATION NO.:    1     OBJECTIVE VALUE:    431.4497 
ITERATION NO.:    2     OBJECTIVE VALUE:    395.0780 
ITERATION NO.:    3     OBJECTIVE VALUE:    390.3640 
ITERATION NO.:    4     OBJECTIVE VALUE:    386.1240 
ITERATION NO.:    5     OBJECTIVE VALUE:    384.5373 
ITERATION NO.:    6     OBJECTIVE VALUE:    384.1788 
ITERATION NO.:    7     OBJECTIVE VALUE:    384.1312 
ITERATION NO.:    8     OBJECTIVE VALUE:    384.1224 
ITERATION NO.:    9     OBJECTIVE VALUE:    384.1216 
ITERATION NO.:   10     OBJECTIVE VALUE:    384.1216 
ITERATION NO.:   11     OBJECTIVE VALUE:    384.1216 
MINIMIZATION SUCCESSFUL 
NO. OF FUNCTION EVALUATIONS USED:   58 
NO. OF SIG. DIGITS IN FINAL EST.:  3.3 

 
 Lastly, this group of statements in Run Summary describes the search process itself. 

Because our $EST line said “print=1”, NONMEM prints out the objective function at 
each iteration. The key is the last lines. “Minimization successful” says that the run 
processed OK, and there will be a filed called “output” that has the parameter values. 
It is also useful to see how many significant digits NONMEM has for the final 
parameter estimates. Typically this will be slightly greater than the value that was 
requested, 3. If the number is less than the required value, NONMEM will declare the 
run unsuccessful.  
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Output 
The output file for this same run looks like this: 
 
Example to calculate average weight in a population, normal distribution 
 
****************  NONMEM RESULTS **************** 
Minimum Value Of Objective Function,    384.122 
 
Final Parameter Estimates 
 
  Theta (structural parameters) 
    Theta01,     70.08018, 7.01E+01 
 
  Omega squared (etas) 
    Eta: ,    Eta01 
    Eta01, 1.27E+02 
 
  Sigma Squared (epsilons) 
    Eps: ,    Eps01 
    Eps01, 1.06E+01 
 
Table Number 01 
  Line,       ID,       WT,     PRED,     RES ,     WRES,      
     1, 1.00E+00, 6.30E+01, 7.01E+01,-7.08E+00, 4.45E-01 
     2, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     3, 1.00E+00, 6.30E+01, 7.01E+01,-7.08E+00, 4.45E-01 
     4, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     5, 1.00E+00, 6.20E+01, 7.01E+01,-8.08E+00, 1.37E-01 
     6, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     7, 1.00E+00, 5.80E+01, 7.01E+01,-1.21E+01,-1.09E+00 
     8, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     9, 1.00E+00, 5.80E+01, 7.01E+01,-1.21E+01,-1.09E+00 
    10, 1.00E+00, 5.90E+01, 7.01E+01,-1.11E+01,-7.84E-01 
    11, 2.00E+00, 8.60E+01, 7.01E+01, 1.59E+01, 3.05E-01 
    12, 2.00E+00, 8.70E+01, 7.01E+01, 1.69E+01, 6.12E-01 
    13, 2.00E+00, 8.40E+01, 7.01E+01, 1.39E+01,-3.09E-01 
    14, 2.00E+00, 9.30E+01, 7.01E+01, 2.29E+01, 2.45E+00 
    15, 2.00E+00, 9.20E+01, 7.01E+01, 2.19E+01, 2.15E+00 
    16, 2.00E+00, 8.20E+01, 7.01E+01, 1.19E+01,-9.24E-01 
… 
    94, 1.00E+01, 5.90E+01, 7.01E+01,-1.11E+01, 5.28E-01 
    95, 1.00E+01, 5.50E+01, 7.01E+01,-1.51E+01,-7.00E-01 
    96, 1.00E+01, 5.10E+01, 7.01E+01,-1.91E+01,-1.93E+00 
    97, 1.00E+01, 5.50E+01, 7.01E+01,-1.51E+01,-7.00E-01 
    98, 1.00E+01, 5.90E+01, 7.01E+01,-1.11E+01, 5.28E-01 
    99, 1.00E+01, 5.70E+01, 7.01E+01,-1.31E+01,-8.60E-02 
   100, 1.00E+01, 5.20E+01, 7.01E+01,-1.81E+01,-1.62E+00 

 
As before, we will break this into pieces to discuss each part of the output summary: 
 
Example to calculate average weight in a population, normal distribution 
 
****************  NONMEM RESULTS **************** 
Minimum Value Of Objective Function,    384.122 

 
This header identifies the run (again, taken from the $PROB statement in the control 
file) and the minimum value of the objective function. It is the objective function that 
is used to draw statistical inference about goodness of fit with NONMEM. In general, 
if the objective function decreases by more than 3.84 for the addition of a single 
parameter to the model, then the added parameter makes a statistically significant 
improvement in the fit at an α level of 0.05. 
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Final Parameter Estimates 
 
  Theta (structural parameters) 
    Theta01,     70.08018, 7.01E+01 
 
  Omega squared (etas) 
    Eta: ,    Eta01 
    Eta01, 1.27E+02 
 
  Sigma Squared (epsilons) 
    Eps: ,    Eps01 
    Eps01, 1.06E+01 

 
This is the block that contains the main parameters of interest: those of the structural 
model, and the variance models. This tells us that the average weight in the 10 
individuals was 70.08 kg. That agrees with the Excel spreadsheet, which drew the 
weights from a random sample where the median was fixed at 70. It also says that the 
average variance was 127 kg2. Remember, this is the square of the standard deviation, 
so the SD is about 11. In other words, this model says that the weights of the 10 
friends is 70 ± 11. This estimate of the variance is lower than the Excel spreadsheet, 
which drew the individuals from a population with a variance of 30%. However, 
that’s what happens when estimating variability from small numbers – the estimates 
of variability are inherently less reliable than the estimates of the structural 
parameters. The residual error, EPSILON, has a variance of 10.6. That means the 
accuracy of the scale is ± 3.3 kg. The 100 measurements were drawn from a 
distribution that set the accuracy at ± 5%, and 5% of 70 is 3.5, so the estimate of EPS 
is very close to the correct value. 

 
Table Number 01 
  Line,       ID,       WT,     PRED,     RES ,     WRES,      
     1, 1.00E+00, 6.30E+01, 7.01E+01,-7.08E+00, 4.45E-01 
     2, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     3, 1.00E+00, 6.30E+01, 7.01E+01,-7.08E+00, 4.45E-01 
     4, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     5, 1.00E+00, 6.20E+01, 7.01E+01,-8.08E+00, 1.37E-01 
     6, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     7, 1.00E+00, 5.80E+01, 7.01E+01,-1.21E+01,-1.09E+00 
     8, 1.00E+00, 6.10E+01, 7.01E+01,-9.08E+00,-1.70E-01 
     9, 1.00E+00, 5.80E+01, 7.01E+01,-1.21E+01,-1.09E+00 
    10, 1.00E+00, 5.90E+01, 7.01E+01,-1.11E+01,-7.84E-01 
    11, 2.00E+00, 8.60E+01, 7.01E+01, 1.59E+01, 3.05E-01 
    12, 2.00E+00, 8.70E+01, 7.01E+01, 1.69E+01, 6.12E-01 
    13, 2.00E+00, 8.40E+01, 7.01E+01, 1.39E+01,-3.09E-01 
… 
    97, 1.00E+01, 5.50E+01, 7.01E+01,-1.51E+01,-7.00E-01 
    98, 1.00E+01, 5.90E+01, 7.01E+01,-1.11E+01, 5.28E-01 
    99, 1.00E+01, 5.70E+01, 7.01E+01,-1.31E+01,-8.60E-02 
   100, 1.00E+01, 5.20E+01, 7.01E+01,-1.81E+01,-1.62E+00 
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This is the data table. I’ve deleted entries 17 through 93. As can be seen, the table 
comes out in scientific notation. This is because NONMEM can’t know how many 
digits may be important, and often PK studies involve huge ranges of numbers (e.g., 
concentrations that start in the thousands, and end in the thousandths). The table 
contains both the requested item, ID, and 4 additional items added by NONMEM: 
WT, PRED, RES, and WRES. WT is added because it is the dependent variable. 
PRED is added because NONMEM (correctly) assumes you want to know the 
predicted value. RES and WRES are residuals, and they are added so you can easily 
compare the residual errors to any covariates in the file (e.g., time, dose, weight, age, 
gender, etc) to look for any patterns that might suggest fixed effects worth adding to 
your model, as shown in the following graph suggesting that weight is an important 
covariate for the model. In the figure below, “weight” is the predicted weight: 
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The NONMEM Objective Function 
 
NONMEM minimizes -2 log likelihood, given by NONMEM as the Objective Function 
Value. This maximizes likelihood. The likelihood of what? 
 
The likelihood is a statistical answer to the question: If the model were true, at the present 
values of the structural and variance parameters, how likely is it that the present observations 
would have been observed? If the observations are quite unlikely for the present model, then 
the present model isn’t a very good at describing the observations. If the observations are 
quite likely for the present model, then the present model is probably a pretty good one to 
explain the data. 
 
How likely is a particular observation? Well, if Y is the measured observation, Ŷ is the 
prediction of that observation by the model, and σ2 is the variance of the model, then the 
likelihood (probability) of the observation given the model is: 
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The probability of a series of observation is the product of the probability of individual 
observations. Thus, if there are n observations, the probability is thus the product of all the 
individual n probabilities: 
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Multiplying a lot of small numbers leads to various types of headaches, such as rounding 
errors, so it is easier to take the log of each side, which reduces the problem to one of sums: 
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This can be transformed into -2 log likelihood (-2LL) by multiplying through by -2: 
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Now, if we want to maximize likelihood, then we do that by minimizing -2LL. The first part 
of the equation, ( )log 2n  π , is just a constant, so there’s nothing there to minimize. Thus, the 

minimization effort is directed to the second part of the equation: ( ) ( )2
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sometimes called the “extended least squares” objective function. Note that the squared error 

( )2ˆ
i iY Y− , is weighted by the variance, 2

iσ . One could minimize the contribution of the squared 

error by having a huge prediction for the variance, 2
iσ . However, this induces a penalty of its 

own, because the bigger the variance, the bigger the term ( )2log iσ , the bigger the total term 
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that we are trying to minimize. Thus, the extended least squares causes the program to search for 
parameter estimates that simultaneously minimize the sum of the weighted squared error  
( )2

2

ˆ
i i

i

Y Y

σ

− , without making the variance model, ( )2log iσ , blow up. Note, by the way, that if the 

modeled variance is constant for all observations, then the only way to minimize the model is to 
minimize ( )2ˆ

i iY Y− . Thus, minimizing -2LL is the same as minimizing the squared error if the 

variance model does not change from observation to observation. 
 
The likelihood ratio test is a common test for statistical significance. If we have two models, one 
of which is nested within the other, we can test the significance of the parameter which differs 
between the  two models.  This test is based on the ratio of their likelihoods, L1/L2. It turns out 
that the distribution of -2 log (L1/L2) follows a χ2 distribution. -2 log (L1/L2) can be expanded as -
2 (log (L1) – log(L2)), or -2LL1 - -2LL2. In other words, the difference between -2LL values 
follows a chi squared distribution, with the degrees of freedom being the difference in the 
number of parameters. For example, with a probability of 0.05, and 1 degree of freedom, the 
value of the chi distribution is 3.84. Thus, if the difference in -2LL values (i.e., the difference in 
NONMEM objective function values) for two models that differ by only 1 parameter exceeds 
3.84, then the parameter is significant at p < 0.05. 
 
Hopefully you had an “ah ha” reaction to the above paragraph. The reason NONMEM 
minimizes -2LL, rather than maximizing likelihood (although they are exactly the same thing – 
its just a matter of what gets reported), is that one can easily compare -2LL values to draw 
statistical inference. One can do that with likelihoods as well, but it is much easier to subtract two 
numbers than to calculate the log of their ratios! 
 
The following table shows the change in log likelihood required for newly added parameters to 
be statistically significant at p < 0.05. If possible, try to only add 1 or 2 parameters at a time. If 4 
parameters are added, and the objective function decreases by 10 points, it doesn’t mean that all 
4 parameters are justified. It may be that two of the parameters are justified, and two are 
unnecessary.  
 

∆ Parameters ∆ -2LL
1 3.84
2 5.99
3 7.81
4 9.49  

Often one wants to know how significant a newly added parameter is. The Excel function to 
calculate this is chidist(X,1), where X is the difference in -2LL, and there is a difference of 1 
parameter between the full and simplified models. 
 
Several other thoughts on the NONMEM objective function. First, as with any tool, the more 
you dredge your data, the more likely you are to turn up statistically significant results that are 
meaningless. When possible, specify the models you intend to test in advance. If you find 
unexpected covariate effects, these should be considered hypotheses for subsequent 
investigations, and not as “proven” because they were identified using exploratory data dredging. 
If you explore many models without an a prior hypothesis, it may be best to increase the level of 
significance, e.g., to 0.01 (-2LL difference > 6.64).   
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If you develop a conclusion from a NONMEM analysis that involves considerable dredging, 
consider validating the results using cross-validation. Devise a measure of goodness of fit (e.g., 
median absolute error, defined below). Then divide your data into, say, 10 sets of individuals. Fit 
your model using 9 of the sets, and then measure the goodness of fit on the excluded individuals. 
Do that 10 times, each time excluding one of the sets, and testing the model against that set. If 
the model you built by data dredging model better describes the excluded sets better than your 
simple model, then that supports the finding that your data dredging model really is not just a 
fluke. For examples of this, see Fiset et al, Anesthesiology 83:944-955, 1995, and Somma et al, 
Anesthesiology 89:1430-1443, 1998. 
 
The “best” model isn’t necessarily the one with the lowest objective function. For example, you 
may find two models of the pharmacokinetics of a drug in children: one with all volumes and 
clearances proportional to weight, and one with all parameters proportional to weight except for 
V3 , which equals a constant times weight minus another constant times age. The latter model 
may have a lower -2LL, but it is really tough to use clinically, so the simpler (and statistically 
less preferred) model might still be the one to publish. 
 
The values of the NONMEM objective functions are meaningless in any absolute terms. 500 
might be a great -2LL for one data set, and a terrible fit for a different data set. Sometimes a great 
fit will have a -2LL of 300, and for another data set a great fit is found a -2LL of -12,000. They 
can’t be interpreted. Similarly, if you add or subtract data from your data set, you can not 
compare objective function values with those obtained from the original data set. 
 
Thus, it is sometimes helpful to calculate another statistic to measure the goodness of fit. I tend to 
use the median error and the median absolute error as statistics. Depending on the data set, I may 
define the error as ( )ˆ

i iY Y− . This is commonly done for PD observations, which often are limited 

to have a relatively narrow range. On the other hand, pharmacokinetic values may span many 
orders of magnitude. For pharmacokinetic data, I’ll define error as a fraction of the predicted 

value: 
ˆ

ˆ
i i

i

Y Y
Y
− . One then calculates the median error, which is a measure of whether the model is 

biased or not, as well as the median absolute error, which gives the magnitude of the typical 
error, regardless of the direction. 
 
One can find many detailed discussions about log likelihood, the likelihood ratio tests, and 
related topics on the Internet or in standard statistical handbooks.  
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Pharmacokinetic Domains and Transformations 
 
For our purposes in this workshop, we will only consider 1, 2, and 3 compartment 
mammillary pharmacokinetic models. These models will be viewed in three semi-
interchangeable domains: volumes and clearances, the volume of the central compartment 
and micro-rate constants, and coefficients and exponents. I refer to these as semi-
interchangeable, because even though the models themselves can be mathematically 
interconverted, as will be seen the variance models cannot necessarily be interconverted. 
Confused? It will become clear below… 
 

One Compartment PK Model 
 

              I
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Volume of 

Distribution

             k

Drug Administration

One Compartment
 

 
If you know volume (V) and clearance (CL),  
 then the micro-rate constant is: 
  k = CL/V 
 
 and the coefficients and exponents are: 
  C = 1/V 
  λ = CL/V 
 
If you know volume (V) and the micro-rate constant (k),  
 then the clearance is: 
  CL = k V1 
 
 and the coefficient and exponent are: 
  C=1/V 
  λ = k 
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If you know the coefficient, C, and exponent, λ,   
 then the volume and clearance are: 
  V = 1/C 
  CL = λ/C 
 
 and the micro-rate constant is: 
  k = λ. 
 

Four basic PK equations: 
Bolus dose: ( ) Dose tC t C e λ−= ×  

Infusion: ( )1 2( ) Rate 1 t tCC t e eλ λ

λ
− −= × − ,  

Where, if the infusion is running, t1 = time and t2 = 0,  
and, if the infusion has stopped, t1 = infusion duration and t2 = time since the infusion 
stopped (t-duration). 

 

First order absorption: ( )( ) ak tta

a

kC t Dose C e e
k

λ

λ
−−= × −

−
 

 
Differential equations: 

dA kA I
dt

= − +  

 
where I is an infusion, or, for an absorption model, is the amount from the absorption 
compartment.  

Two Compartment PK Model 
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If you know volumes (V1, V2) and clearances (CL1, CL2),  
 then the micro-rate constants are: 
  k10 = CL1 / V1 
  k12 = CL2 / V1 
  k21 = CL2 / V2 
 
 and the coefficients and exponents can be calculated from the micro-rate constants: 
  if a = k10 + k12 + k21, then 
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+ −
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If you know the volume of the central compartment (V1), and the micro-rate constants (k10, 
k12, k21),  

then the volumes and clearances are: 
 V2 = V1 k12 / k21 
 CL1 = V1 k10 
 CL2 = V1 k12 = V2 k21 
 
and the coefficients and exponents are calculated from the micro-rate constants as 
described above. 

 
If you know the coefficients (C1, C2) and exponents (λ1 and λ2), 
 then V1 and the micro-rate constants are: 
  V1 = 1/(C1 + C2) 

  1 2 2 1
21

1 2

C Ck
C C
λ λ+

=
+

 

  1 2
10

21

k
k

λ λ
=  

  12 1 2 21 10k k kλ λ= + − −  
 and the volumes and clearances are calculated from the micro-rate constants as 

described above. 
 

Four basic PK equations: 
Bolus dose: ( )1 2

1 2( ) Dose t tC t C e C eλ λ− −= × +  

Infusion: ( ) ( )1 1 1 2 2 1 2 21 2

1 2

( ) Rate 1 1t t t tC CC t e e e eλ λ λ λ

λ λ
− − − −⎛ ⎞

= × − + −⎜ ⎟
⎝ ⎠

,  

Where, if the infusion is running, t1 = time and t2 = 0,  
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and, if the infusion has stopped, t1 = infusion duration and t2 = time since the infusion 
stopped (t-duration). 

First order absorption: ( ) ( )1 2
1 2

1 2

( ) a ak t k tt ta a

a a

k kC t Dose C e e C e e
k k

λ λ

λ λ
− −− −⎛ ⎞

= × − + −⎜ ⎟− −⎝ ⎠
 

Differential equations: 

( )1
2 21 1 10 12

dA A k A k k I
dt

= − + +  

2
1 12 2 21

dA A k A k
dt

= −  

where I is an infusion, or, for an absorption model, is the amount from the absorption 
compartment.  
 

 

Three Compartment PK Model 
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If you know volumes (V1, V2, V3) and clearances (CL1, CL2, CL3),  
 then the micro-rate constants are: 
  k10 = CL1 / V1 
  k12 = CL2 / V1 
  k13 = CL3 / V1 
  k21 = CL2 / V2 
  k31 = CL3 / V3 
 
 and the coefficients and exponents can be calculated from the micro rate constants: 
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If you know the volume of the central compartment (V1), and the micro-rate constants (k10, 

k12, k13, k21, k31),  
then the volumes and clearances are: 
 V2 = V1 k12 / k21 
 V3 = V1 k13 / k31 
 CL1 = V1 k10 
 CL2 = V1 k12 = V2 k21 
 CL3 = V1 k13 = V3 k31 
 
and the coefficients and exponents are calculated from the micro-rate constants as 
described above. 

 
If you know the coefficients (C1, C2, C3) and exponents (λ1, λ2, and λ3), 
 then V1 and the micro-rate constants are: 
  V1 = 1/(C1 + C2 + C3) 
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 and the volumes and clearances are calculated from the micro-rate constants as 

described above. 
 

Four basic PK equations: 
Bolus dose: ( )31 2

1 2 3( ) Dose tt tC t C e C e C e λλ λ −− −= × + +  

Infusion: ( ) ( ) ( )3 1 3 21 1 1 2 2 1 2 2 31 2

1 2 3

( ) Rate 1 1 1 t tt t t t CC CC t e e e e e eλ λλ λ λ λ

λ λ λ
− −− − − −⎛ ⎞

= × − + − + −⎜ ⎟
⎝ ⎠

,  

Where, if the infusion is running, t1 = time and t2 = 0,  
and, if the infusion has stopped, t1 = infusion duration and t2 = time since the infusion 
stopped (t-duration). 

First order absorption: 

( ) ( ) ( )31 2
1 2 3

1 2 3

( ) a a ak t k t t k tt ta a a

a a a

k k kC t Dose C e e C e e C e e
k k k

λλ λ

λ λ λ
− − − −− −⎛ ⎞

= × − + − + −⎜ ⎟− − −⎝ ⎠
 

 
Differential equations: 

( )1
2 21 3 31 1 10 12 13

dA A k A k A k k k I
dt

= + − + + +  

2
1 12 2 21

dA A k A k
dt

= −  

3
1 13 3 31

dA A k A k
dt

= −  

where I is an infusion, or, for an absorption model, is the amount from the absorption 
compartment.  

 

Coding PK Models in NONMEM 
Now that we have the equations in hand to code up pharmacokinetic models, the first 
question is: what domain should we use? We can ask NONMEM to find for us the volume 
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and clearance, V1 and rate constants, or coefficients and exponents. If we were only 
interested in the structural model, it wouldn’t make any difference. You could fit in whatever 
domain ran fastest (usually the coefficients and exponents), and then convert the answers into 
whatever you want to report. 
 
However, this picture is made more complex by the fact that we not only want to fit our 
structural model, we also want to fit a variance model. There is, after all, some underlying 
reality that we are trying to understand. Let’s assume that natural variation reallydoes follow 
a log-normal distribution. The question remains: a log-normal distribution of what? Does 
nature follow a log-normal distribution of volumes and clearances? If so, then the distribution 
of micro-rate constants, and coefficients and exponents, will not be log-normal, but some 
complex transformation of a log-normal distribution. Alternatively, maybe nature follows a 
log-normal distribution of coefficients and exponents. If so, then the distribution of the 
volumes and clearances will definitely not be log normal. 
 
So, even though we can easily convert any structure model between domains, when we 
consider the variance parameters we can no longer easily convert the models because the 
variance structures don’t convert between domains. So, the best solution is to fit the data in 
the domain you think nature follows the variance structure you have chosen. 
 
On the sage advice of Lew Sheiner, my own practice has been to fit in the volumes and 
clearance domain. I don’t have any illusions that my volumes and clearances actually identify 
underlying structures of physiology. They are gross simplifications of reality. However, they 
may match the underlying reality better than the coefficient or exponent domain, so I tend to 
use the volume and clearance domain. 
 
The only problem with the volume and clearance domain is that for highly complex models, 
NONMEM is forced to use differential equations. When NONMEM uses differential 
equations, solving the model requires shuffling along with many very small steps to get to 
each observation. Thus, fitting in the volume and clearance domain can be slow with 
differential equations. If I want a quick answer, or I’m doing my fitting in Excel, then I’ll 
solve the model in the coefficient or exponent domain. Similarly, all of the Excel 
spreadsheets doing simulations for this workshop first converted parameters into the 
coefficient and exponent domain, from which the simulations can be done easily. 
 
I don’t see any point in fitting to V1 and micro-rate constants. Because it is so easy to convert 
between V1 and micro-rate constants and volumes and clearances, it seems more logical to 
me to put the variance structure on volumes and clearances, and then calculate the micro-rate 
constants.  
 
Thus, we will briefly review the structure of the PK models in NONMEM before going to the 
examples.  
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Closed Form and Differential Equation Control Files 
There are two basic structures of NMTRAN files that will be used for this workshop: those 
that provide a closed form solution, and those that calculate a solution using differential 
equations. The closed form solutions will all be done with $PRED, in which the user supplies 
the code. The differential equation solutions will all be done with $PK/$DES/$ERROR 
control blocks, which process differential equations. 
 
With one or two compartment models, you can use either $PRED with closed form solutions 
or $PK/$DES/$ERROR control blocks with differential equations. If you are fitting the same 
parameters with the same error structures, you will get the same results with either approach.  
 
A few words about the $PK/$DES/$ERROR approach for compartmental models. One 
relevant NONMEM $PK subroutine is ADVAN6. Sometimes a closely related routine, 
ADVAN8, works better if the equations are “stiff.” $PK defines the rate constants for the 
differential equation processor. $DES processes the differential equations.  
 
The $ERROR block is the hardest one to explain for a very simple reason: the name is totally 
misleading. If I had my choice, I’d call it something like “$RESULT”. The reason is that this 
block is used to calculate the model result (i.e., the model prediction) after the differential 
equations have moved the model to the specified time. In this block, NONMEM knows the 
amounts in each compartment, designated A(x), where x is the compartment number, and any 
variables defined in the $PK block. It is up to you to use these to calculate the model 
prediction. Almost incidentally, you also add in the residual error. Unfortunately, this nearly 
incidental last step is responsible for the name of this block.  
 
For emphasis, let me repeat the main point: $ERROR has almost nothing to do with error. It 
is used to calculate the result. It is used to calculate the result. It is used to calculate the 
result. Se utiliza para calcular el resultado. Il est employé pour calculer le résultat. Es wird 
verwendet, um das resultat zu errechnen. È usato per calcolare il risultato. É usado calcular o 
resultado. Wordt gebruikt om het resultaat te berekenen. Hopefully that makes it clear. 
$ERROR is not an error routine. It is the block where the result is calculated. 
 
What follows is a list of partial control streams for different pharmacokinetic models 
associated with drugs administered by either a single dose or infusion. Remember that the 
closed form solutions and the differential equation solutions are equivalent in each case. In 
these examples, C will mean “coefficient”, not “concentration”.  

Comment: Most will need you 
to define “stiff.” 
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One Compartment 

One Compartment Bolus, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C=THETA(1)*EXP(ETA(1)) ; coefficient 
   L=THETA(2)*EXP(ETA(2)) ; exponent 
   Y=DOSE*C*EXP(-L*TIME)*(1+EPS(1)) 

 
Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
$PK 
   C=THETA(1)*EXP(ETA(1)) ; coefficient 
   L=THETA(2)*EXP(ETA(2)) ; exponent 
   V=1/C 
   K=L 
$DES 
   DADT(1) = -A(1)*K 
$ERROR 
   Y= A(1)/V * (1+EPS(1)) 

 

One Compartment Bolus, Volume and Clearance 
Closed form solution: 
$PRED 
   V=THETA(1)*EXP(ETA(1))  ; volume 
   CL=THETA(2)*EXP(ETA(2)) ; clearance 
   C=1/V ; Coefficient, calculated from the volume term 
   L=CL/V 
   Y=DOSE*C*EXP(-L*TIME)*(1+EPS(1)) 

 
Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
$PK 
   V=THETA(1)*EXP(ETA(1))  ; volume 
   CL=THETA(2)*EXP(ETA(2)) ; clearance 
   K=CL/V 
$DES 
   DADT(1) = -A(1)*K 
$ERROR 
   Y= A(1)/V * (1+EPS(1)) 

 

One Compartment Infusion, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C=THETA(1)*EXP(ETA(1)) ; coefficient 
   L=THETA(2)*EXP(ETA(2)) ; exponent 
   IF (TIME.LE.DUR) THEN 
       TY = RATE*C/L*(1-EXP(-L*TIME)) 
   ELSE 
       TY = RATE*C/L*(1-EXP(-L*DUR))*EXP(-L*(TIME-DUR)) 
   ENDIF 
   Y=TY*(1+EPS(1)) ; Constant CV model 
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Differential equation solution (same as bolus): 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
$PK 
   C=THETA(1)*EXP(ETA(1)) ; coefficient 
   L=THETA(2)*EXP(ETA(2)) ; exponent 
   V=1/C  
   K=L 
$DES 
   DADT(1) = -A(1)*K 
$ERROR 
   Y= A(1)/V * (1+EPS(1)) 

 

One Compartment Infusion, Volume and Clearance 
Closed form solution: 
$PRED 
   V=THETA(1)*EXP(ETA(1))  ; volume 
   CL=THETA(2)*EXP(ETA(2)) ; clearance 
   C=1/V   ; coefficient 
   L=CL/V  ; exponent 
   IF (TIME.LE.DUR) THEN 
       TY = RATE*C/L*(1-EXP(-L*TIME)) 
   ELSE 
       TY = RATE*C/L*(1-EXP(-L*DUR))*EXP(-L*(TIME-DUR)) 
   ENDIF 
   Y=TY*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution (same as bolus): 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
$PK 
   V=THETA(1)*EXP(ETA(1))  ; volume 
   CL=THETA(2)*EXP(ETA(2)) ; clearance 
   K=CL/V 
$DES 
   DADT(1) = -A(1)*K 
$ERROR 
   Y= A(1)/V * (1+EPS(1)) 

 



Basics Pharmacokinetic and Pharmacodynamic Analysis with NONMEM Page 49  
 

One Compartment Absorption, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C=THETA(1)*EXP(ETA(1)) ; coefficient 
   L=THETA(2)*EXP(ETA(2)) ; exponent 
   KA=THETA(3)*EXP(ETA(3)) ; absorption rate constant 
   TY = DOSE*C*KA/(KA-L)*(EXP(-L*TIME)-EXP(-KA*TIME)) 
   Y=TY*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(ABSORB,DEFDOSE) 
       COMP (CENTRAL) 
$PK 
   C=THETA(1)*EXP(ETA(1)) ; coefficient 
   L=THETA(2)*EXP(ETA(2)) ; exponent 
   KA=THETA(3)*EXP(ETA(3)); absorption rate constant 
   V=1/C 
   K=L 
$DES 
   DADT(1) = -A(1)*KA ; First compartment is absorption compartment 
   DADT(2) = A(1)*KA - A(2)*K 
$ERROR 
   Y= A(2)/V * (1+EPS(1)) 
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One Compartment Absorption, Volume and Clearance 
Closed form solution: 
$PRED 
   V=THETA(1)*EXP(ETA(1))  ; volume 
   CL=THETA(2)*EXP(ETA(2)) ; clearance 
   KA=THETA(3)*EXP(ETA(3)) ; absorption rate constant 
   C=1/V   ; coefficient 
   L=CL/V  ; exponent 
   TY = DOSE*C*KA/(KA-L)*(EXP(-L*TIME)-EXP(-KA*TIME)) 
   Y=TY*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(ABSORB,DEFDOSE) 
       COMP (CENTRAL) 
$PK 
   V=THETA(1)*EXP(ETA(1))  ; volume 
   CL=THETA(2)*EXP(ETA(2)) ; clearance 
   KA=THETA(3)*EXP(ETA(3)) ; absorption rate constant 
   K=CL/V 
$DES 
   DADT(1) = -A(1)*KA ; First compartment is absorption compartment 
   DADT(2) = A(1)*KA - A(2)*K 
$ERROR 
   Y= A(2)/V * (1+EPS(1)) 
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Two Compartment 

Two Compartment Bolus, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   L1=THETA(3)*EXP(ETA(3)) ; exponent 1 
   L2=THETA(4)*EXP(ETA(4)) ; exponent 2 
 
   TY1=DOSE*C1*EXP(-L1*TIME) 
   TY2=DOSE*C2*EXP(-L2*TIME) 
   Y=(TY1+TY2)*(1+EPS(1)) 

 
Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH) 
$PK 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   L1=THETA(3)*EXP(ETA(3)) ; exponent 1 
   L2=THETA(4)*EXP(ETA(4)) ; exponent 2 
 
   V1=1/(C1+C2) 
   K21=(C1*L2+C2*L1)/(C1+C2) 
   K10=L1*L2/K21 
   K12=L1+L2-K21-K10 
 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 

 

Two Compartment Bolus, Volume and Clearance 
Closed form solution: 
$PRED 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL1=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K21=CL2/V2 
    
   A = K10+K12+K21 
   L1=(A+SQRT(A*A-4*K10*K21))/2 
   L2=(A-SQRT(A*A-4*K10*K21))/2 
   C1=(K21-L1)/(L2-L1)/V1 
   C2=(K21-L2)/(L1-L2)/V1 
 
   TY1=DOSE*C1*EXP(-L1*TIME) 
   TY2=DOSE*C2*EXP(-L2*TIME) 
   Y=(TY1+TY2)*(1+EPS(1))   
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Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH) 
$PK 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL1=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K21=CL2/V2 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 

 

Two Compartment Infusion, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   L1=THETA(3)*EXP(ETA(3)) ; exponent 1 
   L2=THETA(4)*EXP(ETA(4)) ; exponent 2 
 
   IF (TIME.LE.DUR) THEN 
       TY1 = RATE*C1/L1*(1-EXP(-L1*TIME)) 
       TY2 = RATE*C2/L2*(1-EXP(-L2*TIME)) 
   ELSE 
       TY1 = RATE*C1/L1*(1-EXP(-L1*DUR))*EXP(-L1*(TIME-DUR)) 
       TY2 = RATE*C2/L2*(1-EXP(-L2*DUR))*EXP(-L2*(TIME-DUR)) 
   ENDIF 
   Y=(TY1+TY2)*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution (same as bolus): 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH) 
$PK 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   L1=THETA(3)*EXP(ETA(3)) ; exponent 1 
   L2=THETA(4)*EXP(ETA(3)) ; exponent 2 
 
   V1=1/(C1+C2) 
   K12=(C1*L2+C2*L1)/(C1+C2) 
   K10=L1*L2/K21 
   K12=L1+L2-K21-K10 
 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 
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Two Compartment Infusion, Volume and Clearance 
Closed form solution: 
$PRED 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL1=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K21=CL2/V2 
    
   A = K10+K12+K21 
   L1=(A+SQRT(A*A-4*K10*K21))/2 
   L2=(A-SQRT(A*A-4*K10*K21))/2 
   C1=(K21-L1)/(L2-L1)/V1 
   C2=(K21-L2)/(L1-L2)/V1 
 
   IF (TIME.LE.DUR) THEN 
       TY1 = RATE*C1/L1*(1-EXP(-L1*TIME)) 
       TY2 = RATE*C2/L2*(1-EXP(-L2*TIME)) 
   ELSE 
       TY1 = RATE*C1/L1*(1-EXP(-L1*DUR))*EXP(-L1*(TIME-DUR)) 
       TY2 = RATE*C2/L2*(1-EXP(-L2*DUR))*EXP(-L2*(TIME-DUR)) 
   ENDIF 
   Y=(TY1+TY2)*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution (same as bolus): 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH) 
$PK 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL1=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K21=CL2/V2 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 

 

Two Compartment Absorption, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   L1=THETA(3)*EXP(ETA(3)) ; exponent 1 
   L2=THETA(4)*EXP(ETA(4)) ; exponent 2 
   KA=THETA(5)*EXP(ETA(5)) ; absorption rate constant 
 
   TY1 = DOSE*C1*KA/(KA-L1)*(EXP(-L1*TIME)-EXP(-KA*TIME)) 
   TY2 = DOSE*C2*KA/(KA-L2)*(EXP(-L2*TIME)-EXP(-KA*TIME)) 
   Y=(TY1+TY2)*(1+EPS(1)) ; Constant CV model 
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Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(ABSORB,DEFDOSE) 
       COMP (CENTRAL) 
       COMP (PERIPH) 
$PK 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   L1=THETA(3)*EXP(ETA(3)) ; exponent 1 
   L2=THETA(4)*EXP(ETA(4)) ; exponent 2 
   KA=THETA(5)*EXP(ETA(5)) ; absorption rate constant 
 
   V2=1/(C1+C2) 
   K23=(C1*L2+C2*L1)/(C1+C2) 
   K20=L1*L2/K21 
   K32=L1+L2-K21-K10 
 
$DES 
   DADT(1) = -A(1)*KA ; First compartment is absorption compartment 
   DADT(2) = A(1)*KA + A(3)*K32-A(2)*(K20+K23) 
   DADT(3) = A(2)*K23-A(3)*K32 
 
$ERROR 
   Y= A(2)/V2 * (1+EPS(1)) 

 

Two Compartment Absorption, Volume and Clearance 
Closed form solution: 
$PRED 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL1=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 2 
   KA=THETA(5)*EXP(ETA(5)) ; absorption rate constant 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K21=CL2/V2 
 
   A = K10+K12+K21 
   L1=(A+SQRT(A*A-4*K10*K21))/2 
   L2=(A-SQRT(A*A-4*K10*K21))/2 
   C1=(K21-L1)/(L2-L1)/V1 
   C2=(K21-L2)/(L1-L2)/V1 
 
   TY1 = DOSE*C1*KA/(KA-L1)*(EXP(-L1*TIME)-EXP(-KA*TIME)) 
   TY2 = DOSE*C2*KA/(KA-L2)*(EXP(-L2*TIME)-EXP(-KA*TIME)) 
   Y=(TY1+TY2)*(1+EPS(1)) ; Constant CV model 
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Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(ABSORB,DEFDOSE) 
       COMP (CENTRAL) 
       COMP (PERIPH) 
$PK 
   V2=THETA(1)*EXP(ETA(1))  ; volume 1 
   V3=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL2=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL3=THETA(4)*EXP(ETA(4)) ; clearance 2 
   KA=THETA(5)*EXP(ETA(5)) ; absorption rate constant 
 
   K20=CL2/V2 
   K23=CL3/V2 
   K32=CL3/V3 
 
$DES 
   DADT(1) = -A(1)*KA ; First compartment is absorption compartment 
   DADT(2) = A(1)*KA + A(3)*K32-A(2)*(K20+K23) 
   DADT(3) = A(2)*K23-A(3)*K32 
 
$ERROR 
   Y= A(2)/V2 * (1+EPS(1)) 
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Three Compartment 

Three Compartment Bolus, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   C3=THETA(3)*EXP(ETA(3)) ; coefficient 3 
   L1=THETA(4)*EXP(ETA(4)) ; exponent 1 
   L2=THETA(5)*EXP(ETA(5)) ; exponent 2 
   L3=THETA(6)*EXP(ETA(6)) ; exponent 3 
 
   TY1=DOSE*C1*EXP(-L1*TIME) 
   TY2=DOSE*C2*EXP(-L2*TIME) 
   TY3=DOSE*C3*EXP(-L3*TIME) 
   Y=(TY1+TY2+TY3)*(1+EPS(1)) 

 
Differential equation solution: 
Not worth the trouble (look back at the equations that would be required) 

 

Three Compartment Bolus, Volume and Clearance 
Closed form solution: 
Not worth the trouble, in general. Look back at the equations. If you must do this, 
contact Steve Shafer for a copy of NMVCL 

 
Differential equation solution: 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH1) 
       COMP (PERIPH2) 
$PK 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   V3=THETA(3)*EXP(ETA(3))  ; volume 3 
   CL1=THETA(4)*EXP(ETA(4)) ; clearance 1 
   CL2=THETA(5)*EXP(ETA(5)) ; clearance 2 
   CL3=THETA(6)*EXP(ETA(6)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K13=CL3/V1 
   K21=CL2/V2 
   K31=CL3/V3 
 
$DES 
   DADT(1) = A(2)*K21+A(3)*K31-A(1)*(K10+K12+K13) 
   DADT(2) = A(1)*K12-A(2)*K21 
   DADT(3) = A(1)*K13-A(3)*K31 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 
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Three Compartment Infusion, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   C3=THETA(3)*EXP(ETA(3)) ; coefficient 3 
   L1=THETA(4)*EXP(ETA(4)) ; exponent 1 
   L2=THETA(5)*EXP(ETA(5)) ; exponent 2 
   L3=THETA(6)*EXP(ETA(6)) ; exponent 3 
 
   IF (TIME.LE.DUR) THEN 
       TY1 = RATE*C1/L1*(1-EXP(-L1*TIME)) 
       TY2 = RATE*C2/L2*(1-EXP(-L2*TIME)) 
       TY3 = RATE*C3/L3*(1-EXP(-L3*TIME)) 
   ELSE 
       TY1 = RATE*C1/L1*(1-EXP(-L1*DUR))*EXP(-L1*(TIME-DUR)) 
       TY2 = RATE*C2/L2*(1-EXP(-L2*DUR))*EXP(-L2*(TIME-DUR)) 
       TY3 = RATE*C3/L3*(1-EXP(-L3*DUR))*EXP(-L3*(TIME-DUR)) 
   ENDIF 
   Y=(TY1+TY2+TY3)*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution (same as bolus): 
Don’t do it! 

 

Three Compartment Infusion, Volume and Clearance 
Closed form solution: 
Not worth the trouble, in general. Look back at the equations. If you must do this, 
contact Steve Shafer for a copy of NMVCL 

 
Differential equation solution (same as bolus): 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH1) 
       COMP (PERIPH2) 
$PK 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   V3=THETA(3)*EXP(ETA(3))  ; volume 3 
   CL1=THETA(4)*EXP(ETA(4)) ; clearance 1 
   CL2=THETA(5)*EXP(ETA(5)) ; clearance 2 
   CL3=THETA(6)*EXP(ETA(6)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K13=CL3/V1 
   K21=CL2/V2 
   K31=CL3/V3 
 
$DES 
   DADT(1) = A(2)*K21+A(3)*K31-A(1)*(K10+K12+K13) 
   DADT(2) = A(1)*K12-A(2)*K21 
   DADT(3) = A(1)*K13-A(3)*K31 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 
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Three Compartment Absorption, Coefficient and Exponents 
Closed form solution: 
$PRED 
   C1=THETA(1)*EXP(ETA(1)) ; coefficient 1 
   C2=THETA(2)*EXP(ETA(2)) ; coefficient 2 
   C3=THETA(3)*EXP(ETA(3)) ; coefficient 3 
   L1=THETA(4)*EXP(ETA(4)) ; exponent 1 
   L2=THETA(5)*EXP(ETA(5)) ; exponent 2 
   L3=THETA(6)*EXP(ETA(6)) ; exponent 3 
   KA=THETA(7)*EXP(ETA(7)) ; absorption rate constant 
 
   TY1 = DOSE*C1*KA/(KA-L1)*(EXP(-L1*TIME)-EXP(-KA*TIME)) 
   TY2 = DOSE*C2*KA/(KA-L2)*(EXP(-L2*TIME)-EXP(-KA*TIME)) 
   TY3 = DOSE*C3*KA/(KA-L3)*(EXP(-L3*TIME)-EXP(-KA*TIME)) 
   Y=(TY1+TY2+TY3)*(1+EPS(1)) ; Constant CV model 

 
Differential equation solution: 
Don’t do it! 

 

Three Compartment Absorption, Volume and Clearance 
Closed form solution: 
Don’t do it! 

 
Differential equation solution: 
 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(ABSORB,DEFDOSE) 
       COMP (CENTRAL) 
       COMP (PERIPH1) 
       COMP (PERIPH2) 
$PK 
   V2=THETA(1)*EXP(ETA(1))  ; volume 1 
   V3=THETA(2)*EXP(ETA(2))  ; volume 2 
   V4=THETA(3)*EXP(ETA(3))  ; volume 3 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 1 
   CL3=THETA(5)*EXP(ETA(5)) ; clearance 2 
   CL4=THETA(6)*EXP(ETA(6)) ; clearance 3 
   KA=THETA(7)*EXP(ETA(7)) ; absorption rate constant 
 
   K20=CL2/V2 
   K23=CL3/V2 
   K32=CL3/V3 
   K24=CL4/V2 
   K42=CL4/V4 
 
$DES 
   DADT(1) = -A(1)*KA ; First compartment is absorption compartment 
   DADT(2) = A(1)*KA+ A(3)*K32+A(4)*K42-A(2)*(K20+K23+K24) 
   DADT(3) = A(2)*K23-A(3)*K32 
   DADT(4) = A(2)*K24-A(4)*K42 
 
$ERROR 
   Y= A(2)/V2 * (1+EPS(1)) 
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Metabolite Pharmacokinetics 

An explanation of how to model metabolite pharmacokinetics will provide insights into the 
inner workings of NONMEM. Specifically, NONMEM does not understand "concentrations" 
of drugs. Instead, NONMEM is a software system that uses differential equations to track 
quantities (e.g., mass units). However, the values that we are typically using in the analysis 
are concentrations – to convert these, NONMEM takes advantage of a scaling factor between 
amount of drug in the observation compartment (typically the central compartment) and the 
concentration: this scaling factor is the volume of the central compartment. If we consider a 
traditional two-compartment model, think of NONMEM tracking drug movement with 
microconstants, k10, k12, and k21; the fourth parameter in this model is V1.  

How does this apply to metabolite pharmacokinetics? Typically, we describe the formation 
and distribution/elimination of a metabolite through a compartmental model. In turn, we can 
write differential equations to describe this compartmental model. In turn, we can use on the 
NONMEM's differential equation ADVANs to describe metabolite PK.  

I will illustrate metabolite pharmacokinetics with a model that has two compartments for the 
parent and one compartment for the metabolite. Expanding this to additional compartments 
and/or additional metabolites is straightforward. 

 

 

For the moment, assume that metabolite formation is unidirectional, i.e., that KM1 equals 0. 
The corresponding differential equations are: 
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dA1/dt = Input – k12 • A2 + k21 • A1 – K1M • A1 – k10 • A1 
dA2/dt = k12 • A2 – k12 • A1 
dAM/dt = k1M • A1 – KM0 • AM. 

Note that I have written "Input" in a non-standard manner. This is because of the flexibility 
that NONMEM offers regarding how the input can be described (more to follow). 

Several ADVAN's are specifically designed to handle these types of equations (known as 
"general linear models"). Two of them, ADVAN 5 and 7, require that the number of 
compartments be identified. As long as the rate constants are linear, these ADVANs are 
usually appropriate. If the rate constants are nonlinear (for example, metabolism varies as a 
function of concentration), ADVANS 6 or 8, for which you specify differential equations, are 
required. 

One might wonder why the specialized ADVAN routines (ADVAN 1-4, 11, 12) are even 
needed since everything can be accomplished with the general linear and nonlinear 
ADVANs. The answer is that the specialized routines are far faster but work only in specific 
(1-, 2-, 3-compartment linear models with IV or depot administration) situations. Some 
people always choose to work with the general linear models (just as Steve often writes his 
own PRED block). But, most likely, you will choose to use the specialized routines as the 
"bread and butter" of NONMEM. 

I mentioned earlier that INPUT can be handled flexibly in these routines. So far, all input 
(doses) have been implemented with explicit dosing records in the dataset. However, when 
one writes differential equations, one is able to implement constant or time-varying input 
functions. This may be particularly important if one is working with complicated input 
functions that are difficult to describe in data records. For example, you may have an 
extended-release product for which you know (reasonably well) the release profile and can 
describe it with an exponential decay. Implementing this in data records can be quite difficult 
whereas writing the explicit equation in the differential equation block may be simpler. 

Returning to the metabolite PK issue, two provisos need to be considered: 

1. Typically, inputs to the system (doses) are entered in units of mg, then NONMEM works 
with concentrations, having scaled by the appropriate volume. But, the molecular weight of a 
metabolite is rarely the same as that of the parent so we need to correct for this. In theory, 
one could accomplish this by working entirely in molar units. However, few people do this 
and it is as simple to make a conversion outside of NONMEM. 

2. The system described in figure 1 tracks all drug. But, rarely does one know the disposition 
of all drug. If the clinical experiment involved measurement of concentrations of parent and 
metabolite but did not involve collection of urine/stool, then the fraction of drug that was 
actually metabolized (Fmet = k1M / (k1M + k10)) is unknown. This must be addressed to avoid 
the situation of unidentifiability (more equations/parameters than can be solved from the 
data). The solution is not unique to NONMEM – one assumes that a fixed fraction (e.g., 50% 
or 100%) of the parent is metabolized. Regardless of what value one selects, it must be 
recognized that the values for volume of distribution of the metabolite are scaled as a 
function of the true value of Fmet. If one selects 100%, then CL(metabolite)actual = Fmet • 
CL(metabolite)estimate. 
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Saturable Pharmacokinetics 

Fortunately, many drugs have linear characteristics over a broad range of 
doses/concentrations. However, this is not uniformly true and certain drugs show non-
linearity in absorption and/or elimination at higher doses/concentrations. In many instances, 
we have only limited data with which to interpret this phenomenon. For example, we might 
have a study in which some individuals receive low doses of the drug and never display 
evidence of saturation whereas individuals at the highest doses showed evidence. 
NONMEM is well suited for the analysis of saturable PK (one proviso – my experience is 
that this code, while correct, does not always yield answers). First, we need to select a 
mathematical description of this phenomenon. The usual expression is the Michaelis-Menten 
equation: 
 
  V = Vmax • S / (S + Km) 
 
where V is the velocity of the reaction, S is a concentration, and Km is the concentration at 
which V is half-maximal. Whether Michaelis-Menten is the correct form of the equation is 
not the subject of discussion. Rather, we typically select this form because it has the correct 
mathematical properties. Specifically, at low concentrations, velocity is proportional to 
concentration; at high concentrations, velocity approaches an asymptote. In addition, the 
equation has only two parameters and it behaves well mathematically. Application to the PK 
environment may require some modifications: 
 

1. Although it may be appropriate to write code such that all clearance is saturable, it is 
probably more reasonable to allow for two elimination pathways, one of which 
follows Michaelis-Menten rules, the other of which is not saturable (or may be 
saturable at a much higher, and hence irrelevant, concentration). When one deals with 
linear clearance, the issue of multiple pathways is not critical – any number of linear 
clearances can be added into a single term (and individual values are typically not 
identifiable without additional data). Code is shown in table 1. 

2. One needs to decide whether saturation should be coded in terms of concentration or 
mass. When fitting data for an individual, these are interchangeable by application of 
a scalar. But, when fitting populations, one needs to decide whether to apply 
interindividual variability to concentration or mass. Typically, I apply interindividual 
variability to concentration. One reason for doing so is because examination of the 
data allows a reasonable initial estimate for C50; in contrast, I have no corresponding 
means to estimate amounts associated with saturation. Second, if a mass were 
relevant, it would probably be the mass of drug seen by the clearing organ (which 
could be the product of organ blood flow and the relevant concentration [i.e., possibly 
accounting for protein binding]); however, the mass that one typically accesses in 
NONMEM would be the amount of drug in the compartment, e.g., A(1) (the amount 
in the central compartment). 

The code below requires use of the either ADVAN6 or ADVAN8 and a $DES block in which 
the Michaelis-Menten equation is specified. Note that modeling saturation based on 
concentration requires that one determine the concentration. Since NONMEM tracks 
amounts rather than concentrations, this is accomplished in the $DES block. This code and 
the code that shows the two elimination pathways (one linear, the other saturable) are bold-



Basics Pharmacokinetic and Pharmacodynamic Analysis with NONMEM Page 62  
 

faced below. 
 
$PROBLEM Michaelis-Menten Saturable PK with 2 Elimination Pathways 
$INPUT ID        TIME      Cp=DV     EVID      AMT     RATE 
$DATA  Data 
$SUBROUTINES ADVAN=8 TOL=2 
$MODEL NCOMP=2 
       COMP=CENTRAL 
       COMP=PERIPH 
$PK    CL    = THETA(1) * EXP(ETA(1)) 
       V1    = THETA(2) * EXP(ETA(2)) 
       CLRA  = THETA(3) * EXP(ETA(3)) 
       V2    = THETA(4) * EXP(ETA(4)) 
       CLSAT = THETA(5) * EXP(ETA(5)) 
       C50   = THETA(6) * EXP(ETA(6)) 
       S1    = V1 
       K     = CL   /V1 
       KM    = CLSAT/V1 
       K12   = CLRA /V1 
       K21   = CLRA /V2 
$ERROR Y     = F * (1+ERR(1)) + ERR(2) 
$DES   CP     = A(1)/S1 
       DADT(1)= -K*A(1) - KM*A(1)/(1 + CP/C50) -  K12*A(1) + K21*A(2) 
       DADT(2)=                                   K12*A(1) - K21*A(2) 
$THETA (0  1    ) ; theta(1) is CL 
       (10      ) ; theta(2) is V1 
       (0.10    ) ; theta(3) is CLrapid 
       (6       ) ; theta(4) is V2 
       (1       ) ; theta(5) is CL(saturable) 
       (1       ) ; theta(6) is C50 
$OMEGA (0.1     ) ; variance in CL 
       (0.1     ) ; variance in V1 
       (0.1     ) ; variance in CLrapid 
       (0.1     ) ; variance in V2 
       (0.2     ) ; variance in CL(saturable) 
       (0.2     ) ; variance in C50 
$SIGMA (0.1     ) ; epsilon1 is proportional component of error 
       (0.1     ) ; epsilon2 is additive component of error 
$ESTIMATION METHOD=1 PRINT=1 MAXEVAL=9999 NOABORT INTERACTION 
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BQL Values 

In many instances, PK samples are reported from the lab as BQL. Some individuals (e.g., 
Nick Holford) have argued that the chemist could do better – report the measured value, even 
if it below the limit at which there is any confidence; then, let the data analyst (us) figure out 
how to account for the large variance of such data points. Regardless of the possible merits of 
this approach, it is almost never done, and we are therefore faced with observations reported 
as BQL. 

One approach might be to ignore all such values. If we have rich data from each individual 
and only a single BQL value from each individual, it seems unlikely that the BQL value has 
any impact on the analysis. In that case, it seems simple enough to leave it in the dataset (the 
recorded value is not important in this case) and ignore it in the analysis with a value of 2 for 
EVID. 

However, there are instances where this is not desirable or acceptable. For example, if the 
quantity of data from an individual is sparse, it may be important to know that the observed 
value was BQL, i.e., it was not some value larger than the LOQ. Figure 1 shows washout data 
following an IV bolus. Three BQL values are displayed at ½ the LOQ (more about this 
choice in a moment). Focus on the first and third points (A and C). Based on the earlier 
values, it seems unlikely that point A should have been BQL – linear extrapolation of the 
previous values suggested that the prediction at that time would be at least twice the LOQ. 
However, what if data from other experiments supported a claim of saturable metabolism 
(with saturation at a concentration near to the LOQ of this experiment), our perspective might 
be different – specifically, we might want to take advantage of the information regarding the 
lower-than-expected measurement for this time point. 

The following graph illustrates the problem. Plasma concentration values for an individual 
subject are shown. The first four points are detectable; the final three (A, B, C) are reported 
as BQL and are displayed at LOQ/2.  
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For point A, the recommended approach is to enter an unbiased value for the observation, 
then to use this value in the analysis (EVID = 0). In this case, the unbiased estimate is ½ the 
LOQ. Note that the error model MUST include an additive component to implement this 
correctly.  

Now consider point C. The situation is very different here. This sample is obtained many 
half-lives later at a time when the expected concentration is very low. In this case, assigning a 
value of LOQ/2 might be OK for a small number of samples; however, if a similar situation 
applied to all individuals, NONMEM might fit a curve right through these data. Thus, caution 
should be applied to assigning values to samples that are expected to be << the LOQ. 

Finally, consider point B. When Sheiner first proposed the concept that point A should be 
assigned the value LOQ/2, he did not address the issue of how subsequent values for the 
same individual should be handled. We learned quickly – when I assigned LOQ/2 to a series 
of values, NONMEM saw these at "truth" and fit a flat line straight through these values. The 
message is clear – only the first of these points provides information. Once you have 
informed NONMEM that the LOQ has been reached, there is no additional information from 
subsequent BQL values (unless, of course, a dose intervenes). The same principle applies 
during absorption – only the final undetectable value BEFORE the first detectable one should 
be considered in the analysis. 

Dennis: My approach is as follows. In my initial analyses, I set EVID = 2 for all BQL values 
so that I can obtain predictions for these values. Then, use R to display predicted and 
observed concentrations vs. time for each individual (including markers for doses). BQL 
values are displayed with a special symbol (typically an "x"). I then examine the graphics to 
determine if these BQL values are informative. If they are obtained far after a dose (like point 
C in the the graphic above), I make no changes. However, if they are like point A, I set EVID 
= 0 in subsequent analyses. However, throughout the analysis process, I pay careful attention 
to these values to determine how much influence they have of the results. 

Steve: My approach is different from Dennis’s approach. Once there has been a single BQL 
observation, I delete that point, and all subsequent points, from the PK analysis. This is 
considerably easier, and so far I am unaware of any examples where this has produced a 
biased analysis. 
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Pharmacodynamic Models 
Pharmacodynamic models relate drug effect to some measure of drug exposure, typically 
either drug dose or drug concentration. There are several different ways to handle 
pharmacodynamic models, depending on the “starting” information. These will be explored 
in more detail as we review the individual models: 

1. Dose →Effect: This is the easiest relationship to model. The dose is in the input data 
file, as are the measures of drug effect. Typically this is modeled using $PRED, in 
which you, the user, code the entire relationship. 

2. Concentration →Effect: This is nearly as easy. You enter concentrations in your input 
data file, and the measures of drug effect, and code the relationship with $PRED. 

3. Dose → Concentration →Effect: This is the combined PK/PD analysis. There are 
several ways to approach this. One way is to first estimate the pharmacokinetics of the 
Dose → Concentration relationship. In the second step, the Dose → 
Concentration →Effect is done, but you include on each line of the INPUT data file 
the individual PK parameters, so NONMEM never has to estimate those (it just gets 
them from the command line). NONMEM just estimates the parameters of the “post-
hoc Bayesian” predicted concentration vs. response relationship. This is actually a 
very robust approach, because the predicted concentrations in some ways represents a 
smoothing out of the PK profile, and thus may be closer to the truth (whatever that 
means) than individual measured concentrations. 

4. Dose → Concentration → Effect Site Concentration →Effect: This is an extension of 
the above method, except that computer estimates a value of keo along with the 
parameters of the effect site relationship. Keo is the plasma-effect site equilibration 
rate constant. 

5. Concentration → Effect Site Concentration →Effect: This approach directly 
“collapses the hysteresis loop”, and in doing so develops both the effect site 
concentration vs. effect relationship and the plasma-effect site equilibration rate 
constant (keo). This is a very nice approach that minimizes reliance on determining the 
drug pharmacokinetics in each patient. The only down side is that the concentrations, 
when connected (i.e., “connect-the-dots”), must resemble the actual time course of 
concentration in the patient. If the concentrations are sparsely sampled, so that 
connecting the dots doesn’t look like what actually happened to the patient, then the 
approach will fail. 

6. The reader is referred to Zhang L, Beal SL, Sheiner LB, Simultaneous vs. sequential 
analysis for population PK/PD data I: best-case performance, J Pharmacokinet 
Pharmacodyn. 2003 Dec;30(6):387-404 for a detailed discussion of the options. 

 
Depending on the model, you may wind up using $PRED, or a $PK/$DES/$ERROR 
approach. What follows is a review of some basic pharmacodynamic models, and sample 
code for NMTRAN files for them. 
 
One main difference between pharmacokinetic models and pharmacodynamic models is the 
overall scale of numbers. It is very common for concentrations to span many orders of 
magnitude. In order for the model to address this huge scale of data, the errors are typically 
weighted by a variance model that scales to the magnitude of the prediction (e.g., a log-
normal variance model or a constant coefficient of variation variance model). 
Pharmacodynamic observations typically fall in a much smaller range. Thus, it is common to 
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characterize the residual intraindividual variability (SIGMA) in pharmacodynamic using a 
simple additive model. That will be done in the models that follow. 

Linear Models 
Linear models are described by the equation for a line: Y = Slope * Dose, or Y=Baseline + 
Slope * Dose. In general, linear models suck. The reason is that they imply that the body can 
mount an infinite response to an infinite input. However, most biological processes saturate, 
so that at a certain point additional input does not produce additional response. The only 
exception to this might be the relationship between eating and weight. 
 
However, it may be the case that the data are not sampled in a large enough range to 
characterize a more sophisticated model, and thus the linear model is selected for reasons of 
parsimony. Let’s assume you have a series of doses, and a series of measured responses. A 
linear model written with $PRED might look like this: 
 
$INPUT ID DOSE RESP=DV 
$PRED 
   BL = THETA(1) + ETA(1)  ; BL=BASELINE 
       ; Response with no drug present.  
       ; Equivalent to “B” in linear equation Y=MX+B 
       ; Note that the variability in BL should be the same as the variability in 
       ; response, hence the choice of an additive model for ETA. 
 
   SLOP = THETA(2) * EXP(ETA(2)) 
       ; slope of dose vs. response relationship 
       ; Equivalent to “M” in linear equation Y=MX+B 
 
   Y=BL+SLOP*DOSE +EPS(1) ; Additive error model 

Log-linear Models 
Log linear models are built on the log of the dose, rather than the dose itself. They also imply 
that the body can mount an infinite response to an infinite input, but the curve rises much 
slower with increasing dose, so it acts more saturated at higher doses. They might prove 
useful on some occasions, although I’m not aware of any examples from my own experience. 
 
A log linear model written with $PRED might look like this: 
 
$INPUT ID DOSE RESP=DV 
$PRED 
   BL = THETA(1) + ETA(1)  ; BL=BASELINE 
       ; Response with no drug present.  
       ; Equivalent to “B” in linear equation Y=MX+B 
       ; Note that the variability in BL should be the same as the variability in 
       ; response, hence the choice of an additive model for ETA. 
 
   SLOP = THETA(2)*EXP(ETA(2)) 
       ; slope of dose vs. response relationship 
       ; Equivalent to “M” in linear equation Y=MX+B 
 
   Y=BL+SLOP*LOG(DOSE) +EPS(1) ; Additive error model 

Fractional Sigmoid Emax Model 
Sigmoid E-max models have several properties that are inherently attractive. First, responses 
tend to be near baseline values until some threshold is reached, at which point the drug effect 
is observed. This is consistent with the observation that for some drugs there is some 
concentration below which effect is not evident. Secondly, they saturate, reflecting the 
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intrinsic saturability of biological processes. Third, they reflect the sigmoidal shape of the 
laws of mass action that govern receptor-ligand action. Fourth, empirically they often 
describe the data well. 
 
The simplest sigmoid Emax model is the fractional model: the drug determines what fraction 
of the maximal effect is observed. The equation for this is: 

 max
50

DoseEffect E
Dose Dose

γ

γ γ
=

+
 

 
Where Emax is the maximum response, Dose is the amount of drug administered, Dose50 is the  
dose associated with 50% of the maximum effect (called D50 in the NONMEM code, because 
variable names must be 4 characters or less), and γ is the steepness of the dose vs. response 
relationship, sometimes called the “Hill Coefficient”. When γ is less than 1, the effect rises 
slowly with increasing dose. When γ = 10, the dose vs. effect is nearly a step – no effect, then 
a sudden transition to maximum effect.  
 
The basic appearance of this relationship is: 

Dose
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50

50% Effect
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γ

 
 
Note that it can be very difficult to estimate the interindividual variability on γ. For this 
reason, I almost never estimate interindividual on γ when initially building a model. 
Sometimes I estimate interindividual variability on γ after all the other parameters have been 
estimated, and occasionally this works (and more often it doesn’t).  
 
Looking at the above equation, one can see that when there is no dose, there is no effect. 
When Dose = Dose50, then the equation reduces to Effect = Emax/2, confirming that Dose50 is 
the dose associated with maximal effect. When Dose >> Dose50, the equation approaches 
Doseγ / Doseγ, which is 1, so the effect is Emax. 
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A fractional sigmoid Emax model might look like this: 
$INPUT ID DOSE RESP=DV 
$PRED 
   EMAX = THETA(1)+ETA(1)       ; Maximum response 
   D50  = THETA(2)*EXP(ETA(2))  ; D50, the dose associated with 50% peak effect 
   GAM  = THETA(3)              ; Gamma. Note that G is a reserved variable name 
                                ; Note also that there is no variability estimated 
on 
                                ; Gamma. You are welcome to estimate one, but often 
                                ; this is very hard to estimate, and the model 
becomes 
                                ; unstable. For now, I suggest NOT estimating 
inter- 
                                ; individual variability on Gamma. 
  
 
   TY = EMAX * DOSE**GAM / (D50**GAM+DOSE**GAM) 
 
   Y=TY + EPS(1) ; Additive error model 

 

Full Sigmoid Emax Model 
The full sigmoid Emax model is like the fractional model, except that it assumes that there is 
some baseline effect in the absence of dose. If you were looking at an antihypertensive drug, 
the baseline effect is blood pressure before getting the drug. Clearly, that blood pressure isn’t 
zero! 
 
There are two nearly equivalent expressions for the full sigmoid Emax model:

 0 max
50

DoseEffect E E
Dose Dose

γ

γ γ
= +

+
 

( )0 max 0
50

DoseEffect E E E
Dose Dose

γ

γ γ
= + −

+
 

 
E0 is the baseline effect: the effect when no drug is present. In the first equation, Emax is the 
rise relative to E0. If the maximum drop in blood pressure was from 150 to 90 with a new 
drug, then in the first model Emax is -60. In the second equation, Emax is the maximum 
response, not the maximum change from E0. With the second equation, if the maximum drop 
in blood pressure was from 150 to 90 with a new drug, then Emax 90. 
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The basic appearance of the model is: 
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In general it doesn’t matter which approach is taken. However, the error models are 
somewhat different in the two approaches, so it might, in theory, make a difference which 
model was chosen. We’ll go with the second form here. The full sigmoid Emax model might 
look like this: 
$INPUT ID DOSE RESP=DV 
$PRED 
   EMAX = THETA(1)+ ETA(1)       ; Maximum response 
   E0   = THETA(2)+ ETA(2)       ; Baseline response 
   D50  = THETA(3)*EXP(ETA(3))   ; D50, the dose associated with 50% peak effect 
   GAM  = THETA(4)  ; Gamma. Note that G is a reserved variable name 
 
   TY = E0 + (EMAX-E0) * (DOSE**GAM) / (D50**GAM + DOSE**GAM) 
   Y=TY + EPS(1) ; Additive error model 

 

Logistic Regression (Binary Data) 
Sometimes we have binary data that we are trying to fit to a model. This is very common in 
anesthesia, where many clinical endpoints are things like awake/asleep, moved on 
incision/didn’t move on incision. What we want to predict is the probability of a binary 
response. Knowing that many dose – response relationships tend to be sigmoidal, a natural 
form for predicting the probability is: 

 
50

DoseP
Dose Dose

γ

γ γ
=

+
 

Here, P is the probability of a response, Dose50 is the dose associated with 50% probability of 
the response under consideration, and γ again is the steepness of the dose vs. response 
relationship. First, let’s play with this equation for a moment. We will first transform this 
equation by dividing numerator and denominator by Dose50

γ: 
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We know from simple algebra that log( )XX e= . By analogy: 
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Substituting this into the prior equation gives us an equivalent relationship: 
( ) ( )

( ) ( )
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log log
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Now, if we define β0 = -γ log(Dose50) and β1 = γ, then this reduces to: 
( )

( )
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The “odds ratio” is the ratio of the odds of the event, P divided by the odds of not observing 
the event, 1-P. If we calculate this ratio from the above equation, we get: 

 0 1

1
P e Dose

P
β β=

−
 

Taking the log of both sides gives the log of the odds ratio: 

 0 1Logit log(odds ratio) log log( )
1

P Dose
P

β β⎛ ⎞= = = +⎜ ⎟−⎝ ⎠
 

Estimating β0 and β1 are determined by “logistic regression.” However, note that β0 = -γ 
log(Dose50) and β1 = γ, and so one could also estimate γ and Dose50, and be performing 
basically the same thing as logistic regression. The only differences are that: 1) γ and Dose50 
mean something clinically, while β0 and β1 are less easy to understand, and 2) if we want to 
think about variability, the most important variability is that around Dose50, so we should 
estimate that directly in our model. All of which is a long way of explaining that even though 
this equation doesn’t really look like the classical definition of logistic regression, it’s 
functionally equivalent, and gives clinically interesting parameters: 

50

DoseP
Dose Dose

γ

λ λ
=

+
 

This model introduces another twist. So far, our PK and PD models have all been predicting 
an observation in the data file. NONMEM then has to calculate the likelihood of the 
prediction of the observation. This model is different. It is not trying to predict an 
observation, but rather is trying to predict the probability of a particular observation. This is 
much easier for NONMEM: you calculate the probability of the observation, and tell this to 
NONMEM, rather than NONMEM having to calculate the probability.  
 
Let’s say you are looking at a drug that causes sleep. This model isn’t trying to predict 
whether or not a patient was asleep after being given a dose, but rather is trying to predict the 
probability that the patient is asleep. Because a patient is either asleep or awake (except in 
anesthesia, where the patient could also be dead), the probability that the patient is awake is 
1-probability patient is awake. 
 
Typically, this is handled by having a response/no response flag in the data file. 1 is the 
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predicted event, 0 is the alternative event. For our example, 1 means the patient was asleep, 
and 0 means the patient was awake. You then need to include in your NONMEM code a 
calculation of probability of the observed event. You also need to tell NONMEM that the 
model is returning a likelihood of the prediction, not the prediction itself.  
 
Here are two equivalent ways to do this. The first example uses an if – then statement, based 
on the response: 
$INPUT ID DOSE RESP=DV 
$PRED 
   D50  = THETA(1)*EXP(ETA(1)) ; D50, the dose associated with 50% probability 
   GAM  = THETA(2)  ; Gamma 
 
   P = (DOSE**GAM) / (D50**GAM + DOSE**GAM) 
 
   IF(RESP.EQ.1) THEN 
       Y = P 
   ELSE 
       Y = 1-P 
   ENDIF 
$EST LIKELIHOOD METHOD=1 LAPLACE NOABORT 
$OMEGA 0.1 

 
The second approach takes advantage of the fact that RESP is either a 0 or a 1 to select 
between two parts of an equation: 
$INPUT ID DOSE RESP=DV 
$PRED 
   D50  = THETA(1)*EXP(ETA(1)) ; D50, the dose associated with 50% probability 
   GAM  = THETA(2)  ; Gamma 
 
   P = (DOSE**GAM) / (D50**GAM + DOSE**GAM) 
 
   Y = RESP * P + (1-RESP) * (1-P) 
$EST LIKELIHOOD METHOD=1 LAPLACE NOABORT 
$OMEGA 0.1 

 
In both examples, if RESP is 1, then the probability is P, and if RESP is 0, then the response 
is 1-P. I prefer the second approach, but they are equivalent to NONMEM. 
 
Note the commands on the $EST line. LIKELIHOOD tells NONMEM that the model is 
calculating the probability, not predicting the observation. METHOD=1 LAPLACE NOABORT tell 
NONMEM to use settings that tend to assure a fairly optimal solution. Also, note that this 
model only has ETAs, no EPS. EPS is used to calculate residual error, but the probability is 
the probability: there is no assay error. Thus, the model has a $OMEGA statement, but no 
$SIGMA statement. I (Steve) won’t discuss why it is helpful to use LAPLACE, mostly because 
I’d probably get the explanation wrong. If Dennis Fisher can explain it, I’ll incorporate his 
explanation in the text for the next workshop! 
 

Mixed-Effects Linear Regression 

We will now introduce the use of NONMEM for mixed-effects linear regression. Consider an 
experiment in which a drug is infused to change cardiovascular function. For each individual, 
there are a series of doses and corresponding cardiovascular measures, heart rate or blood 
pressure. A example is shown below. This figure shows a series of linear regressions to 
describe individual dose-response relationships. Each individual is represented by a different 
color.  
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Unfortunately, in some subjects, the experiment must be terminated in a non-random manner 
– if the subjects heart rate or blood pressure exceed some critical value, they are at risk of 
myocardial damage. Thus, the results are much more likely to look like those in figure 2, in 
which the data from figure 1 are redrawn to account for censoring that occurs in the real 
experiment. Note that censoring tends to apply more to those individuals with a high initial 
value or a steeper dose-response relationship. 

0

20

40

60

80

100

120

140

160

0 10 20 30 40 50 60 70 80

Heart
Rate

InfusionRate  

This creates a problem for the analysis. If we determine the response at each dose, the mean 
value at higher doses is biased downwards as a result of missingness. It might be appealing to 
use only those cases that are complete. However, this yields a different form of bias – it is 
likely that a case is complete is a subject starts at a lower value or has a more shallow dose-
response relationship. Thus, we need to invoke more sophisticated methods to obtain 
unbiased estimates for this problem.  

Fortunately, mixed-effects models (and NONMEM) can come to the rescue. Code that 
implements this is shown below. SLOPE is defined as having a typical value and an additive 
error. INTERCEPT has a typical value and a proportional error; in addition, it has two 
covariates, GENDER and AGE (i.e., baseline values vary as a function of these two covariates). 
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(In this case, the choice of additive vs. proportional errors was dictated by the data; different 
approaches may apply to your data.) The critical line is familiar: 

  IPRED  = INTER + SLOPE * DOSE   

i.e., the predicted value is a function of an intercept/slope model and the dose (infusion rate, 
in this instance). And, as expected, there is a term for residual error (ERR1).  

The following is an example of NONMEM code to implement mixed-effects linear 
regression: 
 
$PROBLEM Mixed-effects linear regression 
$INPUT ID DOSE GNDR AGE HR=DV MDED=MDV 
$DATA DATAFILES/Data 
$PRED SLOPE  = THETA(1)+ ETA(1) 
       FACT1  = THETA(4) 
       FACT2  = THETA(3) 
       TVINTR = THETA(2) * (1 + GNDR * FACT1) * (1 + (AGE - 80) * FACT2) 
       INTER  = TVINTR * (1 + ETA(2)); 
       IPRED  = INTER + SLOPE * DOSE  
       Y = IPRED + ERR(1) 
$THETA (0.0   FIXED     ) ;   theta(1) is Slope 
       (0     134       ) ;   theta(2) is Intercept 
       (0     FIXED     ) ;   theta(3) is LAD EFFECT ON INTERCEPT 
       (-0.5  -0.01  0.0) ;   theta(4) is GENDER FACTOR 
$OMEGA 1.0 0.04    
$SIGMA 462   
$ESTIMATION PRINT=1 MAXEVALS=2000 MSFO=msfo.outputfile POSTHOC 
$COVA 
$TABLE ID IPRED DOPE MDV 
       NOPRINT ONEHEADER FILE=table 

 
Consider the implications of this analysis. First, individuals with rich data provide a great 
deal of information about the magnitude of the residual error. As with all models, this 
residual error includes two components, the first related to measurement error (both in x and 
y, although we typically apply error only to the y component). The second component is 
model misspecification, i.e., we assume a linear model between infusion rate and effect 
whereas biological systems are always more complicated. Regardless, unless our assumption 
of a linear model (over the range of observed data) is seriously flawed, we will obtain a 
reasonable estimate of residual error. 

Having determined the typical magnitude of residual error, we can now consider two 
individuals in whom data are sparse. These individuals terminated the experiment early (i.e., 
after only two doses) and their response appears to differ markedly, one has a steep slope, the 
other shallow  Data from two individuals is shown (different colors for each individuals). 
Each of these individuals has only two data points due to premature termination of the 
experiment. In addition, a series of regression lines for other individuals is shown. 
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These individuals are probably of significant interest to the investigator yet they offer little 
data for analysis. A naive method that does not account for missingness downplays their 
contribution whereas the mixed-effect approach weights them appropriately. There are two 
extreme interpretations to their data: 
 

1. These individuals differ markedly from others, i.e., one has an unusually steep dose-
response relationship, the other is unusually shallow. 

2. These individuals do not differ from others – based on the magnitude of the typical 
measurement error obtained from other individuals, a dose-response relationship can 
be proposed for these individuals that is not fundamentally different from that of 
others. These two interpretations are shown in the figures below. 
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The data points from figure 3 are repeated here with proposed regression lines. The left panel 
implements the first interpretation above (i.e., the [limited] data are an exact representation of 
the "truth" for these individuals). The right panel implements a more likely scenario that the 
individuals are not fundamentally different but the limited quantity of data (when viewed 
from the naïve perspective that there is no "error") suggested more of a difference than really 
exists. 

Although mixed-effect linear regression is not performed commonly in NONMEM, it is a 
useful tool. 
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Pharmacodynamic Drug Interactions 
A very common pharmacokinetic drug interaction model for two drugs is to view the drug 
effect as reflecting each drug’s combination, after normalizing the dose to potency, plus an 
additional parameter reflecting the synergy. This can be expressed as thinking of the dose of 
the combined drugs as:  

50, 50, 50, 50,

A B A B
Combo

A B A B

Dose Dose Dose DoseDose
D D D D

α= + +  

Note that this is now normalized to potency, so that if DoseCombo = 1, then that means there is 
a 50% chance of the peak effect. This can get incorporated into either a standard PD model: 
 
$INPUT ID DOSA DOSB RESP=DV 
$PRED 
   EMAX = THETA(1)+EXP(ETA(1))  ; Maximum response 
   E0   = THETA(2)+EXP(ETA(2))  ; Baseline response 
   D50A = THETA(3)*EXP(ETA(3))  ; Dose of drug A associated with 50% peak effect 
   D50B = THETA(4)*EXP(ETA(4))  ; Dose of drug B associated with 50% peak effect 
   ALPH = THETA(5)*EXP(ETA(5))  ; Interaction term 
   GAM  = THETA(6)              ; Gamma 
  
   CMBO = DOSA/D50A + DOSB/D50B + ALPH * DOSA/D50A * DOSB/D50B ; Dose of the combo 
 
   TY = E0 + (EMAX-E0) * (CMBO**GAM) / (1 + CMBO**GAM) 
   Y=TY + EPS(1) ; Additive error model 

 
Or into a logistic regression model for binary data: 
$INPUT ID DOSA DOSB RESP=DV 
$PRED 
   D50A = THETA(1)*EXP(ETA(1))  ; Dose of drug A associated with 50% peak effect 
   D50B = THETA(2)*EXP(ETA(2))  ; Dose of drug A associated with 50% peak effect 
   ALPH = THETA(3)*EXP(ETA(3))  ; Interaction term 
   GAM  = THETA(4)              ; Gamma 
 
   CMBO = DOSA/D50A + DOSB/D50B + ALPH * DOSA/D50A * DOSB/D50B ; Dose of the combo 
 
   P = (CMBO**GAM) / (1 + CMBO**GAM) 
 
   Y = RESP * P + (1-RESP) * (1-P) 
$EST LIKELIHOOD METHOD=1 LAPLACE NOABORT 
$OMEGA 0.1 0.1 0.1 
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Another model used in drug interactions is that reported by Minto and colleagues (Minto et 
al, Anesthesiology 2000;92:1603-1616. This model has considerable flexibility for drug 
interactions. For example, if drugs have different maximum effects, or different Hill 
coefficients, the interaction cannot be modeled with the previous approach, but can be 
modeled with the Minto approach. The form of the NONMEM code for this model is: 
 
$INPUT ID DOSA DOSB RESP=DV GEN  ; This example has Gender as a covariate 
 
$PRED  
   D50A=THETA(1)*EXP(ETA(1)) 
   D50B=THETA(2)*EXP(ETA(2)) 
   A   =THETA(3)*EXP(ETA(3))  ; Interaction term 
   GAM =THETA(4)*EXP(ETA(4)) 
 
; Apply covariate effect 
IF (GEN.EQ.1) THEN 
   D50A=D50A*THETA(5) 
ENDIF 
 
;Equations of Minto model 
; Normalize to potency 
   UA=DOSA/D50A 
   UB=DOSB/D50B 
; Compute "theta" (Q) for Minto interaction model 
   IF(UA.EQ.0.AND.UB.EQ.0) THEN 
     Q = 0 
   ELSE 
     Q=UA/(UA+UB) 
   ENDIF 
 
; Compute C50 Function In Combined Domain 
   U50=1-A*Q+A*Q**2 
 
; Compute "concentration" normalized to potency and corrected for interaction 
   U=(UA+UB)/U50 
 
; Apply steepness term 
   UN = U**GAM 
 
; Compute probability 
    P = UN/(1+UN) 
 
; Compute probability of observation 
   Y = RESP * P + (1-RESP) * (1-P) 
 
$EST LIKELIHOOD METHOD=1 LAPLACE NOABORT 
$OMEGA 0.1 0.1 0.1 0.1 

 

PK-PD Approaches 
In the above examples, the pharmacodynamic model was related to dose. This simplified the 
examples, but much more commonly the pharmacodynamic examples relate to concentration. 
If the concentrations are drawn at the same time as the measurements of drug effect, and 
there is no hysteresis between concentration and effect (explained several pages hence), then 
the models are exactly like described above, except that concentration replaces dose. 
 

Sequential approach 
If the concentrations are not concurrent with the measures of drug effect, or there is 
hysteresis between concentration and effect, then it becomes necessary to calculate a plasma 
or effect site concentration at the time of drug effect. One approach, based on the classic 
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paper by Sheiner et al, Simultaneous modeling of pharmacokinetics and pharmacodynamics: 
application to d-tubocurarine. Clin Pharmacol Ther 1979;25:358-71, divides the analysis into 
two steps. In the first step, the parameters of an appropriate pharmacokinetic model are fit to 
the concentration data, as described in the previous chapter. Then, the pharmacokinetic 
parameters are picked up from that fit and used as inputs, along with drug dose, for the 
pharmacodynamic model. An example should make this easier to follow. 
 
We first assume that we have data that are best described by a two compartment model. We 
will fit this model using the differential equation solver, as follows: 
 
$PROB PK part of PK/PD modeling example 
$DATA PK.data.csv 
$INPUT ID TIME AMT RATE CON=DV EFF 
 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH) 
$PK 
   V1=THETA(1)*EXP(ETA(1))  ; volume 1 
   V2=THETA(2)*EXP(ETA(2))  ; volume 2 
   CL1=THETA(3)*EXP(ETA(3)) ; clearance 1 
   CL2=THETA(4)*EXP(ETA(4)) ; clearance 2 
 
   K10=CL1/V1 
   K12=CL2/V1 
   K21=CL2/V2 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
$ERROR 
   Y= A(1)/V1 * (1+EPS(1)) 
$EST METHOD=1 INTER PRINT=1 NOABORT 
$TABLE ID TIME AMT RATE V1 K10 K12 K21 EFF 

 
Notice how this file estimates the pharmacokinetic parameters from the PK input file and 
makes a table with the pharmacokinetic parameters for each individual in it.  
 
We now create a new input file for the pharmacodynamic observations. This file has the same 
drug dosing information, and combines it with the PK parameters from the first fit: 
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$PROB PD part of PK/PD modeling example 
$DATA PD.data.csv 
$INPUT ID TIME AMT RATE TIME V1 K10 K12 K21 RESP=DV ; Includes the PK parameters 
 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH) 
$PK 
   EMAX = THETA(1) + ETA(1)  ; Maximum response 
   E0   = THETA(2) + ETA(2)  ; Baseline response 
   C50  = THETA(3)*EXP(ETA(3)); C50, the concentration associated with 50% peak 
effect 
   GAM  = THETA(4)  ; Gamma 
 
; Note that even though this is called the $PK block, the PK are all loaded 
; from the data file. This just reads the THETA values for the PD model 
 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
$ERROR 
   CON = A(1)/V1 ; Calculate the post-hoc Bayesian predicted concentration 
 
   ; Here is our full sigmoidal Emax model 
   TY = E0 + (EMAX-E0) * (CON**GAM) / (C50**GAM + CON**GAM) 
   Y=TY + EPS(1) ; Additive error model 
 
$EST METHOD=1 PRINT=1 NOABORT 
$TABLE ID TIME EMAX E0 C50 GAM CON TY 

 
What happens in the above file is that the concentration at the time of each observed effect is 
calculated. These are then called “post-hoc Bayesian predictions” of the concentration. The 
model estimates the pharmacodynamic parameters for a full sigmoidal Emax model that 
relates the post-hoc Bayesian predicted concentrations to observed effect.  
 
Now, let’s say that there is hysteresis between the observed plasma concentration time course 
and drug effect. In that case, we need to model the so-called effect site concentrations. This is 
done by adding an extra parameter to the model, ke0, and an extra compartment, the effect 
site. First, remember the basic identity about rate constants: 

x xy y yxV k V k=  
Based on this, we can call the effect site compartment 3, and the elimination rate constant of 
the effect site k31. The effect site has a negligibly small volume, so lets say V3 is 0.0001 units. 

Since 1 13 3 31V k V k= , it follows that 3 31
13

1

V kk
V

= . This leads to the following modification of the 

above control file: 
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$PROB PD part of PK/PD modeling example, with ke0 
$DATA PD.data.csv 
$INPUT ID RATE AMT TIME RESP=DV V1 K10 K12 K21 
 
$SUBROUTINE  ADVAN6  TOL=3 
$MODEL COMP(CENTRAL,DEFDOSE) 
       COMP (PERIPH1) 
       COMP (EFFECT) 
$PK 
   EMAX = THETA(1) + ETA(1)  ; Maximum response 
   E0   = THETA(2) + ETA(2)  ; Baseline response 
   C50  = THETA(3)*EXP(ETA(3))  ; C50, concentration 
   GAM  = THETA(4)  ; Gamma 
   K31  = THETA(5)*EXP(ETA(4)); ke0 
 
   V3 = 0.0001 
   K13 = V3 * K31 / V1 
 
$DES 
   DADT(1) = A(2)*K21-A(1)*(K10+K12) 
   DADT(2) = A(1)*K12-A(2)*K21 
   DADT(3) = A(1)*K13-A(3)*K31 ; This is the effect site. Note how mass 
                               ; balance is NOT preserved. 
 
$ERROR 
   CON = A(3)/V3 ; Calculate the post-hoc Bayesian predicted concentration 
                 ; in the effect site 
 
   ; Here is our full sigmoidal Emax model 
   TY = E0 + (EMAX-E0) * (CON**GAM) / (C50**GAM + CON**GAM) 
   Y=TY + EPS(1) ; Additive error model 
 
$EST METHOD=1 PRINT=1 NOABORT 
$TABLE ID EMAX E0 C50 GAM CON K31 TY 

 
The above equations rigorously maintain mass balance. That isn’t necessary, and NONMEM 
couldn’t care if I lose mass from the effect site, as happens in the original Sheiner approach. 
However, I like to maintain mass balance when possible simply because it helps keeps the 
differential equations organized and parallel.  
 
The above approach to sequential PK/PD modeling is slow, because it is done entirely in 
differential equation mode, but it will nearly always work well, and, with some modification, 
can accommodate complex infusion regimens. 

Loop Collapsing 
Another approach to estimating ke0 is called “collapsing the hysteresis loop”. When there is 
an equilibration delay between the plasma and the site of drug effect, then one typically sees 
hysteresis when graphing concentration vs. response:  
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This shows the plasma concentration vs. effect relationship. If one finds the right value of ke0, 
then the (effect site) concentration vs. response curve when the effect site concentrations are 
rising will nearly superimpose the (effect site) concentration vs. response curve when the 
effect site concentrations are falling, so the area within the hysteresis loop will vanish. 
 
The “disposition function” of the effect site is 0

0( ) ek t
eD t k e−= . This describes how the effect 

site “disposes” of a unit of drug injected into it. Because the effect site gets drug from the 
plasma, the “input function” of the effect site is derived from the plasma concentrations over 
time, Cp(t). As a result, the effect site concentrations over time, Ce(t), can be calculated as 
the convolution of the input function, Cp(t), with the disposition function of the effect site, 

0
0( ) ek t

eD t k e−= , yielding ( )
0 0

( ) ( ) eo
t k t

eCe t k Cp e dττ τ− −= ∫ . This approach requires knowing the 

plasma concentrations at all points in time, not just at the time they were measured. In the 
control file below, this is done by assuming that the concentrations can be interpolated as a 
straight line when the concentrations are increasing, and as a simple log-linear function if the 
concentrations are decreasing. Based on this, NONMEM doesn’t need any pharmacokinetics 
at all to figure out ke0 and the parameters of the pharmacokinetic model.  
 
$PROB PD with Ke0 fit 
$DATA Example.7.data.txt 
$INPUT ID TIME CP BIS=DV MDV;  
$PRED  
   E0=THETA(1)               ; Baseline 
   EMAX=THETA(2)             ; Max Effect 
   C50=THETA(3)*EXP(ETA(1))  ; C50, only parameter with interindividual variability 
   GAM=THETA(4)              ; Gamma - don't add an ETA to this - very hard to fit 
   KE0=THETA(5)*EXP(ETA(2))  ; Ke0 
 
IF (TIME.EQ.0) THEN ;Don't do anything, it’s the first fit of the series 
    CE = 0 
    PTIME=0 
    PCP = 0 
    PCE = 0 
ENDIF 
 
DT=TIME-PTIME 
 
IF (DT.EQ.0) THEN ; Fighting with problem of nested if statements 
    DT1=1 
ELSE 
    DT1=DT 
ENDIF  
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IF(CP.GE.PCP) THEN 
   SLOPE = (CP-PCP)/DT1 
   DELTA=DT1*SLOPE+(KE0*PCP-SLOPE)*(1-EXP(-KE0*DT1))/KE0 
ELSE 
   SLOPE = (LOG(CP)-LOG(PCP))/DT1 
   DELTA=PCP*KE0/(KE0+SLOPE)*(EXP(DT1*SLOPE)-EXP(-KE0*DT1)) 
ENDIF 
 
IF (DT.GT.0) THEN 
    CE = PCE*EXP(-KE0*DT)+DELTA 
ELSE 
    CE = PCE 
ENDIF 
 
; Full sigmoidal Emax PD model with simple additive error 
Y = E0+(EMAX-E0)*CE**GAM/(CE**GAM+C50**GAM) + EPS(1) 
 
; Variables for NONMEM to remember at the next iteration 
PTIME = TIME ; Prior Time 
PCP = CP     ; Prior plasma concentration 
PCE = CE     ; Prior effect site concentration 
 
$ESTIMATION SIG=3 MAX=2000 PRINT=1 METHOD = 1; FOCE method 

 
This control file permits the user to very quickly estimate ke0 and the parameters of the 
pharmacodynamic model directly from measurements of concentration and effect. The 
concentrations do not need to be measured at the same time as the effect. When there are 
measurements of concentration without corresponding measures of effect, set the MDV 
(missing dependent variable) item to 1 to tell NONMEM not to try and predict the effect at 
that point in time. The key to this file is making sure that you have enough concentration 
measurements so that a “connect the dots” line through concentrations would look like the 
real concentration time course. If the real concentration time course doesn’t resemble what 
you would get by connecting the dots, then this approach won’t work.  
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Basic Covariate Models  
 
Much of NONMEM analysis involves screening for the effects of covariates. Covariates are 
patient specific factors, such as weight, age, and gender, that might affect the 
pharmacokinetics or the pharmacodynamics of a drug. Covariates also include setting 
specific factors, such as time of day. 
 
Initially, one checks for potentially significant covariates by fitting the basic (covariate-free) 
model to the data, and then looking to see if there are any relationships between individual-
specific (posterior Bayesian) estimates of the model parameters and the measured covariates. 
Less, specifically, one can also look at the covariates and the residual errors in the model to 
see if there appears to be any relationships. 
 
For example, consider a pharmacokinetic model in which volume is proportional to weight. 
After fitting a model that does not include any adjustments for weight, the results table might 
look like this: 
 
  Line,       ID,      AMT,        K,        V,       WT,     TIME,        C,     PRED,     RES ,     WRES, 
     
     1, 1.00E+00, 1.00E+03, 4.23E-03, 7.10E+01, 4.66E+01, 0.00E+00, 0.00E+00, 0.00E+00, 0.00E+00, 0.00E+00 
     2, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.00E+00, 2.67E+00, 1.64E+00, 1.03E+00, 1.53E+00 
     3, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 2.00E+00, 1.94E+00, 3.27E+00,-1.33E+00,-5.98E-01 
     4, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 3.00E+00, 2.45E+00, 4.90E+00,-2.45E+00,-7.96E-01 
     5, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 5.00E+00, 1.13E+01, 8.11E+00, 3.15E+00, 1.01E+00 
     6, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 7.00E+00, 6.52E+00, 1.13E+01,-4.75E+00,-6.69E-01 
     7, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.00E+01, 1.57E+01, 1.59E+01,-2.35E-01, 1.48E-01 
     8, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.20E+01, 8.66E+00, 1.57E+01,-7.07E+00,-7.48E-01 
     9, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.50E+01, 1.66E+01, 1.54E+01, 1.16E+00, 3.27E-01 
    10, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 2.00E+01, 8.65E+00, 1.49E+01,-6.26E+00,-6.98E-01 
    11, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 2.50E+01, 1.16E+01, 1.44E+01,-2.82E+00,-2.43E-01 
    12, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 3.00E+01, 1.04E+01, 1.39E+01,-3.53E+00,-3.68E-01 
    13, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 4.50E+01, 1.38E+01, 1.26E+01, 1.17E+00, 3.19E-01 
    14, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 6.00E+01, 1.10E+01, 1.14E+01,-3.73E-01, 3.40E-02 
    15, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 7.50E+01, 1.45E+01, 1.03E+01, 4.18E+00, 9.03E-01 
    16, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 9.00E+01, 5.11E+00, 9.34E+00,-4.23E+00,-8.92E-01 
    17, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.20E+02, 3.22E+00, 7.64E+00,-4.42E+00,-1.23E+00 
    18, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.50E+02, 1.60E+01, 6.25E+00, 9.74E+00, 3.08E+00 
    19, 1.00E+00, 0.00E+00, 4.23E-03, 7.10E+01, 4.66E+01, 1.80E+02, 3.63E+00, 5.12E+00,-1.49E+00,-8.11E-01 
    20, 2.00E+00, 1.00E+03, 6.56E-03, 9.95E+01, 7.92E+01, 0.00E+00, 0.00E+00, 0.00E+00, 0.00E+00, 0.00E+00 
    21, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.00E+00, 6.60E-01, 9.67E-01,-3.07E-01,-8.38E-01 
    22, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 2.00E+00, 1.25E+00, 1.93E+00,-6.77E-01,-9.20E-01 
    23, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 3.00E+00, 2.04E+00, 2.88E+00,-8.42E-01,-8.01E-01 
    24, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 5.00E+00, 7.75E+00, 4.77E+00, 2.98E+00, 1.09E+00 
    25, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 7.00E+00, 7.00E+00, 6.63E+00, 3.65E-01,-7.72E-02 
    26, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.00E+01, 5.14E+00, 9.38E+00,-4.24E+00,-1.11E+00 
    27, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.20E+01, 9.42E+00, 9.26E+00, 1.60E-01,-1.46E-01 
    28, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.50E+01, 1.55E+01, 9.08E+00, 6.44E+00, 1.28E+00 
    29, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 2.00E+01, 1.71E+01, 8.78E+00, 8.29E+00, 1.75E+00 
    30, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 2.50E+01, 5.31E+00, 8.49E+00,-3.18E+00,-9.65E-01 
    31, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 3.00E+01, 5.04E+00, 8.21E+00,-3.17E+00,-9.94E-01 
    32, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 4.50E+01, 9.88E+00, 7.43E+00, 2.45E+00, 4.63E-01 
    33, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 6.00E+01, 8.52E+00, 6.72E+00, 1.80E+00, 3.19E-01 
    34, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 7.50E+01, 5.96E+00, 6.08E+00,-1.16E-01,-2.89E-01 
    35, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 9.00E+01, 9.19E+00, 5.50E+00, 3.69E+00, 1.12E+00 
    36, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.20E+02, 7.40E+00, 4.50E+00, 2.90E+00, 1.03E+00 
    37, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.50E+02, 3.56E+00, 3.68E+00,-1.20E-01,-3.99E-01 
    38, 2.00E+00, 0.00E+00, 6.56E-03, 9.95E+01, 7.92E+01, 1.80E+02, 2.32E+00, 3.01E+00,-6.91E-01,-8.36E-01 
    39, 3.00E+00, 1.00E+03, 4.61E-03, 1.40E+02, 7.54E+01, 0.00E+00, 0.00E+00, 0.00E+00, 0.00E+00, 0.00E+00 
…. 

 
This table was truncated at 30 entries, but shows the basic structure. The relationship between 
V (volume) and WT (weight) from the above table is: 
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This shows that volume may increase with increasing weight. That relationship should be 
encoded into the model to formally test it. Looking at our residual errors also suggests a 
pattern relative to weight: 
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When there is a relationship between a patient covariate and one or more model parameters, 
then you will be able to reduce the unexplained variability in the model by explicitly 
incorporating this relationship into the model.  There are several basic model approaches.  
 

Proportional Model 
The most common model is the proportional model. This model simply says that the 
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parameter increases in proportion to some patient characteristic. For example, weight-
adjusted dosing implies that the volume and clearances all increasing in simple proportion to 
weight. The simple proportional model might appear like this in the control file: 
 

V= THETA(1) * WT * EXP(ETA(1)) 
CL=THETA(2) * WT * EXP(ETA(2)) 

 
If this model gives a better fit than a model in which volume and clearance were not scaled to 
weight, then a weight proportional model is better than a model not scaled to weight. 
 

Linear Model 
The proportional model implies a linear relationship between the parameter being fit and the 
covariate, with the line going through the origin. However, another form of a linear 
relationship involves a line that does not go through the origin. This says that there is some 
fixed parameter, such as a fixed volume and clearance, and some part of the parameter that is 
sensitive to the patient covariate. There are two ways of doing this. The first approach is just 
a statement of the equation of a line, shown here for V: 
 

V= (THETA(1) + THETA(2) * WT) * EXP(ETA(1)) 

 
Note here how NONMEM will now estimate two parameters for V: one that fixed at the same 
value for all patients, and one that adds in the effect of patient weight. Also, look carefully at 
the parentheses above. The interindividual variance, EXP(ETA(1)), is applied to volume 
after the covariate effect has been calculated, (THETA(1) + THETA(2) * WT).  This isn’t 
necessarily the best way to do it, but it’s pretty common practice.  
 
One down side in the above approach is that you don’t really know what the typical value of 
V is. To figure that out, you need to figure out what the typical weight is. There is another 
linear model that is used quite often, in which one of the THETAs is estimated at the typical 
value for a covariate.  
 
For example, if the average weight is 70, then one of the parameters is the volume at a weight 
of 70. The other parameter, slope, is then multiplied by distance between the patient’s weight 
and the typical weight of 70. This shows the relationship of the estimated parameters to the 
relationship between weight and volume: 
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In the NONMEM control file, this would get coded as: 
 

V= (THETA(1) + THETA(2) * (WT-70) ) * EXP(ETA(1)) 

 
These two examples will result in identical fits. However, what is nice about this second 
approach is that you can look at the answer and read the typical value of V, which is 
THETA(1).  
 
The effects of weight are often included in models by first scaling weight to the 0.7 power. 
That is easily added to our weight covariate model: 
 

V= (THETA(1) + THETA(2) * (WT**0.7 - 70**0.7) ) * EXP(ETA(1)) 

 
If you want to determine what the power is, rather than assume it is 0.7, you can add another 
THETA to the model to have NONMEM estimate the power: 
 

V= (THETA(1) + THETA(2) * (WT**THETA(3) - 70**THETA(3)) ) * EXP(ETA(1)) 

 

Models for Binary Covariates (e.g., Gender) 
In some cases, there may be a binary covariate. For example, let’s say you believe that gender 
affects a covariate in your model. Continuing with our volume example, let’s say that you 
think that men have larger volumes than women. First, in your NONMEM input file, you 
would have a field called SEX, with 0 being men and 1 being women.  There are several 
ways you could then code the gender covariate on volume NONMEM: 
 

;IF/THEN approach 
IF (SEX.EQ.0) THEN  
    V= THETA(1) * EXP(ETA(1)) ; volume in men 
ELSE 
    V= THETA(2) * EXP(ETA(1)) ; volume in women 
ENDIF 

The above approach uses an IF/THEN statement to assign different values of THETA to men 
vs. women. An alternative approach would be to do this same thing in a single equation: 
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;Single equation approach 
    V= (THETA(1) * SEX + THETA(2) * (1-SEX))  * EXP(ETA(1)) 

 
Here sex is a flag that turns off THETA(1) and turns on THETA(2), which sounds politically 
incorrect. 
 
A third alternative is to let THETA(1) be the volume in men, and THETA(2) to be the 
difference between men and women: 
 

    V= (THETA(1) + THETA(2) * SEX)  * EXP(ETA(1)) 

 

Sigmoidal Model 
If you believe that the relationship between a covariate and the PK or PD parameter of 
interest is saturable, then you may want to use a sigmoidal relationship. Returning to our 
example of weight and volume, the model with no power function would be: 

    WTE= THETA(1) * WT / (THETA(2)+ WT) 
    V= (THETA(3) + WTE)  * EXP(ETA(1)) 

 
In this model, WTE has the sigmoidal model for the weight effect. In this model, THETA(1) 
is the maximum effect of weight as a covariate, and THETA(2) is the weight associated with 
half maximal effect. This is then added THETA(3) on the second line to calculate V. The 
reasons that this takes two lines is that NONMEM control files can’t have more than two 
levels of parentheses.  

Models with Multiple Covariates 
Often times you will have several covariates that you want to combine. This shows the 
relationship between the pharmacokinetic parameters for remifentanil and age and lean body 
mass: 
 

$PK ; Define basic PK relationships 
          
   V1TV=THETA(1)-THETA(7)*(AGE-40)+THETA(12)*(LBM-55) 
   V2TV=THETA(2)-THETA(8)*(AGE-40)+THETA(13)*(LBM-55) 
   V3TV=THETA(3) 
 
   CL1TV=THETA(4)-THETA(9)*(AGE-40)+THETA(14)*(LBM-55) 
   CL2TV=THETA(5)-THETA(10)*(AGE-40) 
   CL3TV=THETA(6)-THETA(11)*(AGE-40) 
 
   V1 = V1TV*EXP(ETA(1))  
   V2 = V2TV*EXP(ETA(2)) 
   V3 = V3TV*EXP(ETA(3)) 
   CL1 = CL1TV*EXP(ETA(4)) 
   CL2 = CL2TV*EXP(ETA(5)) 
   CL3 = CL3TV*EXP(ETA(6)) 
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Working Through A NONMEM Problem 

The goal of a population analysis is to develop a model that describes the structural 
components of pharmacokinetics and to identify any covariates that influence this model. 
Doing this requires performing a series of analyses in which one identifies the appropriate 
structural and error models and evaluates the potential contribution of each covariate to each 
parameter. This is an iterative process. On one occasion, I saw an analyst attempt to 
accomplish this without much assistance from graphics. The analyst entered covariates into 
the model and assessed the objective function. If the objective function improved by some 
critical value, the new model was accepted. Unfortunately, this led the investigator astray – 
he was unaware that neither model fit the data well at all and that the changes in objective 
function was not meaningful (consider two attempts to hit the moon: one is off by a million 
miles, the other by 1.01 million miles – the first value is smaller but we would take little 
comfort in that). In another instance, an analyst did not realize that there was an error in the 
dataset – samples were obtained on day 20 but the dose was entered on day 21. In a third 
instance, the analyst assembled a dataset from 20 studies and did not notice that the doses 
were in mg in some studies and micrograms in others. Thus, graphics of some sort are 
important diagnostic tools.  

In this session, I will take you through an example that I fabricated for this purpose. The 
example was created to illustrate some points. The dataset was created by simulation. Our 
goal is to determine if we can retrieve the "information" applied in the simulation. A second 
major goal is to show you some graphics that are useful for diagnostics, then to apply these 
graphics to our task. 

The dataset is provided as "Data-08_14_09" (note the naming convention – the dataset was 
created on the 8th of the month at 14:09). Review of the dataset reveals that each subject 
received a bolus dose of 1000 µg at time 0. Thirteen samples were obtained over the next five 
hours (note that the times are slightly different for each subject, as is often the case in clinical 
trials – it is best to use actual, rather than nominal, sample times). In addition to the dataset, 
you have been provided all the control streams, output files, tables, and graphics created in 
this analysis. 

Since administration is into the central compartment, the site of measurements, ADVAN1, 
ADVAN3, and ADVAN11 are the appropriate selections for a 1-, 2-, or 3-compartment 
model. In that dosing and sampling are both in the default compartments for these ADVANs, 
we need not create a record for CMT (we can but it is not needed). If we had only doses and 
observations, we would not need an EVID entry. However, in the simulation, several 
concentration values were < the assay LOQ (to which I assigned the value 1). I could have 
deleted these records from the dataset; instead, I assigned an EVID value of 2 (for reasons 
discussed previously). 

Our first goal is to identify a reasonable structural model. For example, how many 
compartments are there? Is there any evidence of nonlinearity? We start with a 1-
compartment model (control.08_14_47) with no covariates. After running this model, we 
examine the graphics. Of the many features that become apparent, most obvious is that the 1-
compartment model appears to be an inadequate selection – the graphics support the use of a 
2-compartment model. The base 2-compartment model, control.08_14_14, fits much better as 
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assessed by the objective function and by various graphics. In this case, I did not bother to 
test the 3-compartment model but I should probably have done so (the simulation was based 
on 2 compartments).  

We are now at a juncture for which there are many decision nodes. Should we examine the 
error model, the structural model, or the covariate model? There are no firm rules and my 
experience is that one considers each of these. One other part of the structural model is 
linearity with respect to dose/concentration – there is no formal means to evaluate this so one 
can look for evidence of nonlinearity. However, the fact that everyone got the same dose here 
may prevent us from getting any insights. Regardless, I see no graphical evidence to support 
saturable clearance. 

In this case, I pursued the covariate model next. There are a number of etas that appear to 
vary with the covariates. Strongest of these is a relationship between distribution clearance 
and weight. There are many ways in which one can enter this into the model. To follow a 
strict statistical paradigm, one should probably test a slope intercept model (i.e., CL = 
CLadditive + Wt • CLproportional). If that improved the fit, one could then evaluate whether 
the additive term was needed. In this case, I skipped the first of these steps and went directly 
to a weight-proportional model (control.08_14_23). This model fit the data well and the 
objective function improved 11.024 units. Since these two models have the same number of 
parameters, I selected the latter model. 

Having weight-normalized CLdistribution, covariate graphics for the other parameters 
change. Now, there is a string suggestion that CL also varies with weight. Allowing CL to be 
weight-normalized (control.08_14_31) produces a further 9.048 unit improvement in the 
objective function (as before, the number of parameters did not change). 

Now things get interesting. We now see a strong relationship between weight-normalized CL 
and creatinine clearance (and the direction of this relationship makes sense – if the slope 
were negative rather than positive, we might be hard-pressed to evaluate that relationship). 
How should we enter CrCl into our model for CL. There are many approaches. One is to have 
a separate term that varies as a function of CrCl. My approach is different, the assumption 
being that changes in CrCl induce a fractional change in CL. Thus, my code reads: 
  CL  = THETA(1) * EXP(ETA(1)) * WT * (1 + (CRCL - 110) * THETA(5)) 
Note that I subtract 110 (the median value for creatinine clearance in this population) from 
CrCl, thereby centering any effects of creatinine clearance. In other words, the value that I 
obtain for THETA(1) is the value for the individual with the median creatinine clearance. 
Second, I multiply the last term (1 + (CRCL – 110) * THETA5)) times the weight-
normalized, individualized term to the left. This model (control.08_14_42) fits the data even 
better.  
Review of the covariate graphics suggests that there may be even more covariates that we 
should evaluate. In this case, we will stop here, having shown two approaches to the entry of 
a covariate into the model. Finally, we need to evaluate the error model. Review of the final 
two pages of the graphics suggests that the error model is appropriate. We could do a formal 
test in which we evaluate a model with only the additive component or a model with only the 
proportional component. Feel free to undertake this on your own by fixing one of the sigma 
terms to zero. 
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What is R and Why Should We Use It? 

In the 1970’s, Bell Labs developed many critical technologies. Amongst them was the Unix 
software platform, which remains today as the backbone of the Internet. The breakup of 
AT&T led to the spin-off of many components of Unix. The S engine, designed for statistics 
and driving graphics devices, was spun out to a Seattle company, initially Mathsoft, now 
Insightful, which developed S-Plus, a proprietary version with many additional features. In 
the same time frame, the S engine was provided to an open-source consortium, R-Project, 
which has developed an outstanding open-source, free program that runs on Windows, Mac, 
Unix, and Linux, and includes a limited but useful graphical-user interface.  
 
Why R? During this course, Steve and I will tell you about the core of NONMEM, fitting 
data. But performing population PK analyses, or PD, or mixed-effects linear regression, or 
other things with NONMEM is more complicated than just running the NONMEM program. 
One needs to prepare a dataset before initiating the analysis; after the analysis, graphics are a 
critical tool to assessing the success of the model (and initiating a model-building process). 
NONMEM provides no tools for building the dataset; you are expected to do so using other 
tools. This could be accomplished with a text editor or a spreadsheet program; in fact, Steve 
will show you how to use Excel for this purpose. For years, I too used Excel but I 
encountered several limitations: 
 

1. More complicated data assembly became difficult to trace (i.e., to ensure that the 
correct entry appears in every cell. 

2. Traceability is nearly impossible. 
3. If new data arrive, adding them in can be very difficult, even if the format is identical. 

 
Regarding graphics, NONMEM is also deficient. Within NONMEM, one can create limited 
graphics to examine the relationship between observed and predicted values or certain values 
vs. time. Subsetting of these is also permissible. However, the quality of these graphics is 
quite limited (they were designed for printing on a line printer [a low-resolution device that 
most of you have never encountered]) and, with the exception of Stu Beal, virtually no one 
uses them. Instead, one typically routes the output tables created by NONMEM into some 
graphics program. Early on, Lewis Sheiner adopted S-Plus for this purpose and subsequently, 
many others have done so. Encouraging use of S-Plus was the distribution of a set of macros 
designed for population PK use, Exposé, distributed by Niclas Jonson, a former fellow of 
Sheiner’s. 

By no means is one restricted to the use of S-Plus (or R) for population PK analyses. I have 
seen graphics created with other program such as SAS, SigmaPlot, or Excel. In some 
instances these were satisfactory, particularly if the goals of the graphics are limited. 
However, for complicated projects, many features of S-Plus make it ideal. 

In this context, R is an ideal tool to enable preparation of the dataset and creation of 
appropriate diagnostic graphics. Thus, during this course, you will be taught the use of R for 
these purposes. I will not teach Exposé instead, the goal will be to enable you to work with 
the basic R code so that you can adapt the graphics to your particular needs. 



Basics Pharmacokinetic and Pharmacodynamic Analysis with NONMEM Page 91  
 

Creation of a Dataset 

Before considering how to create a NONMEM dataset, one needs to understand how such a 
dataset is organized in NONMEM. NONMEM does not link data from various sources. 
Instead, in NONMEM, there are “records” each of which communicates essential information 
regarding time, dose, route of administration, observation, the compartment in which the 
observation is made, and any covariates (e.g., size or organ function) that are included in the 
model. One limitation is that only 19 columns of data can be read by NONMEM (additional 
columns are ignored). Fortunately, if one’s dataset included more than 19 columns, some of 
which are not needed for the moment, one or more columns can be omitted using 
NONMEM’s “drop” feature. 

Another feature about NONMEM is that a record can be a dosing record or an observation 
record but not both. If NONMEN finds information on a record to indicate that a dose has 
been given, then that record becomes a dosing record. If no such information is found, it is 
assumed to be an observation record, unless directed otherwise (more to follow about EVID 
values). Another type of record is “other”, i.e., a record that is neither a dosing nor an 
observation event. Two such types are “additional” records, records that permit predictions 
without influencing the modeling process (e.g., we might add additional records to produce a 
smooth Cp vs. time curve), and covariate records, records that note the change of a covariate 
(e.g., in a study or organ function, we might have serial values of creatinine clearance, we 
could enter these at the time at which the measurement was made, even if this measurement 
time did not coincide with a sample or dose event). 

NONMEM is also inflexible about formatting. Only ASCII (plain text) files are accepted and 
tabs are not permitted. Only numeric characters are allowed. Alphanumeric characters are 
allowed in a file if they are preceded by the “omit” character in the first field (the default 
omit character is “#”); these lines are not read by NONMEM. 

Typically, there are at least three elements that contribute to a NONMEM dataset, data on 
dosing, demographics/labs, and plasma concentration values (which in the NONMEM 
environment are called observations, a term that I will use). In some instances (particularly if 
there is only a single dose per individual), dosing records are interspersed with observations. 
And in some instances, the times associated with observations appear in a separate file (in 
clinical research, they arise from a different source [the Case Report Form] compared to the 
observations [which come from the laboratory]) and must be linked. For the purpose of this 
section, I will assume that there are four files. Obviously, there may be more files (e.g., labs 
and demographic data may appear in separate files); however, the approach that I propose can 
be expanded as needed.  

For our discussions, I will assume that one has been provided with data that were created 
either by SAS or Excel and that the data have been saved in a tab-delimited format (“*.txt” in 
Excel). I will also show how to read files that are comma-delimited (“*.csv in Excel). Our 
first task is to read and file, then store it in R. 

There are many utilities to read files in R of which the most basic is “scan”. As is often the 
case in R, higher-level functions have been written that call these simpler functions and 
provide much better functionality. In that case, a variety of “read” functions are extremely 
useful. The three basic variants are “read,table”, “read.delim”, and “read.csv”. Not 
surprisingly, the first of these reads space-delimited files, the second tab-delimited files, and 
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the third, comma-delimited files. You have been provided with a tab-delimited file 
“CpData1.txt” (which, incidentally but not critical to our discussion, was created with Excel). 
This file contains plasma concentration data for our first exercise. 

To read the file, we need to open R and enter the appropriate command. There are three basic 
means to enter a command. If working from within the R environment, one can “source” a 
script that contains the appropriate instructions, e.g., source(“SCRIPTFOLDER/script”). 
Also, one can paste the instructions into the R window. Another option is batch processing, 
e.g.,  
R < SCRIPTFOLDER/script.  

For the present task, we will paste instructions into R. To read the first file, the command is 
read.delim(file=“CpData1.txt”). Note the quotes around the file name – without 
these quotes, R would interpret the command as an instruction to read a file contained in a 
variable CpData1.txt, but no such variable exists. In contrast, the quote marks direct R to 
search for a file. Also, note that files need not exist within the same directory – pathway rules 
relevant to one’s operating system apply.  
 
Upon typing read.delim(file=“CpData1.txt”), the file is read into R and echoed 
immediately. This is not terribly useful, except to confirm that a file exists. Instead, one 
needs to store the file into a variable. A more useful command is: 
 
CPDATA1 <- read.delim(file=“CpData1.txt”).  

The syntax of this command is as follows: 

1. create a new variable CPDATA1 (virtually any naming convention is allowed a few 
provisos will appear later). 

2. assign the contents read by read.delim to this variable. The “assign” command is <-. 
Note that = and == commands exist in R. Their use will be described later.  

Now we will confirm that R did the right thing. This is accomplished by typing CPDATA1 
followed by a return. The data within the file are echoed to the screen. Note that column 
names were read automatically by R. This happened because the default for read.delim 
(but not for read.table) is “header=T”. We could have been explicit by typing the 
command as read.delim(“CpData.txt”, header=T). Note that I omitted “file=”; R 
cleverly figured out that an argument is quotes was most likely the filename. If the file had 
been comma-delimited, the command would have differed only slightly: 
read.csv(“CpData1.csv”). 

R stored this file as a “dataframe”. A dataframe is a particularly useful format that permits the 
mixing of letter and characters. This is critical for our purposes because data files often 
include alphanumeric fields such as initials and numeric fields such as concentration values. 
Life is further complicated by the variety of date formats. As we proceed, we will learn the 
great flexibility offered by dataframes. To confirm that R stored the data as a dataframe, type 
mode(CPDATA1). R will echo “dataframe”. 

Another option to the read.* commands that I always invoke is as.is=T. Whenever “read.* 
encounters a column that contains only a small number of integer values, it interprets these as 
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factors (grouping variables). Although factors are useful for analyses such as ANOVA, they 
lead to potential problems with data manipulation. So, for the moment, we instruct R to read 
everything “as is”. For the purposes of the present dataset, this instruction does nothing. 
However, if one encounters a situation in which R behaves oddly, one possible explanation is 
that R has read a column as a factor instead of the data itself. 

Now we will read two additional files, DOSINGDATA1 and DEMODATA1 and assign them 
to DosingData1 and DemoData1. I will leave it to you to perform these commands and to see 
if they executed properly. Having accomplished this, we have completed the input tasks 
necessary for the construction of the dataset. This permits us to start to assemble the 
NONMEM dataset. 

There is no single pathway to assemble the dataset and I use many approaches, tailored to the 
particular features of the dataset. Before we select an approach, it is best to consider how we 
expect the NONMEM dataset to appear when completed. In this case, I suggest the following 
columns (later, we will add additional columns and modify some of the present ones): 

UniqueID 
Date 
Time 
Amount 
Observation 
Weight 
Age 

To assemble the dataset, we need to identify the source of data for each column, then link the 
appropriate files. It should be obvious that the weight and age values are stored in 
DEMODATA1. The other values come from DOSEDATA1 and CPDATA1. 

In the present example, the dosing and observation data were made available in a reasonably 
convenient manner. The dosing file contains ID, time, and amount; the observation for this 
record is a null (i.e., there is no observation on a dosing record). And the CPDATA file does 
not contain dose information. 

Before we can merge the dosing and Cp datasets, we need to ensure that they have the same 
columns. To accomplish this, the dosing file needs an observation column (all nulls for the 
moment) and the Cp file needs a dose column (also all nulls for the moment).  

Technical steps 
In many instances, there are two or more approaches that yield the same result in R. In this 
example, I will initially use a “brute force” approach. Once this is explained, I will invoke a 
more powerful (and more risky) approach. The task is to add an observation column to the 
dosing file. The brute force approach is to create a vector of the appropriate length, then 
append it to the right of the dosing dataset. First we need to identify how long the vector 
should be, in this case, the number of rows in the dosing dataset. We do this by typing: 
 
  nrow(DOSEDATA1) 
 
to which R echoes the number of rows (42 in this case). We can then create the vector by 
typing 
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  NEWCOLUMN <- rep(-99, 42). 
 
We could combine these two instructions into one: 
 
 NEWCOLUMN <- rep(-99, nrow(DOSEDATA1)). 
 
Next we need to append this new column to DOSEDATA1. This is accomplished with the 
“binding” command, i.e., we are binding two elements (note that we can bind by row 
[rbind()] or by column [cbind()]). The code here is: 
 
  NEWDOSEDATA1 <- cbind(DOSEDATA1, NEWCOLUMN) 
 
or we can overwrite the existing dosing file: 
 
 DOSEDATA1 <- cbind(DOSEDATA1, NEWCOLUMN) 
 
After having done this, confirm that R did the right thing! 
 
The non-brute approach will be illustrated for the Cp dataset to which we need to append a 
column of null dosing entries. Using the brute approach, we could have entered: 
 
  NEWCOLUMN <- rep(-88, nrow(CPDATA1)) 
 CPDATA1 <- cbind(CPDATA1, NEWCOLUMN) 
 
The more sophositicated approach uses a concept of “recycling”, i.e., if a vector is used to fill 
in a larger space, the vector is recycled automatically. In this case, the code is: 
 
  CPDATA1 <- cbind(CPDATA1, 0) 
 
As before, confirm that R did the right thing. 
 
Now we have two datasets (dosing and Cp), each of which has the right number of columns. 
Unfortunately, we can’t merge them yet because the columns are not positioned in the 
identical manner (observations are to the left of doses in one file and to the right in the other). 
So, we need to reorder the columns in one of the files, in this case the CPDATA1 file. As 
mentioned above, there are many options to accomplish this. All these options are various 
means of selecting particular columns, then binding them as before. To select the first 
column, one approach is: 
 
  CPDATA[,1] 
where the square brackets indicate that we wish to subset the dataframe, the absence of 
anything before the comma indicates that we want all rows, and the 1 after the comma 
indicates that we want only the first column. Using this approach, the first option is: 
 
 CPDATA1 <- cbind(CPDATA1[,1], CPDATA1[,2],  
  CPDATA[,3], CPDATA1[,5], CPDATA1[,4]) 
 
In this case, I have selected each of the four columns individually. Fortunately, we can select 
more than a single row at a time. Slightly more efficient is: 
 
 CPDATA1 <- cbind(CPDATA1[,1:3], CPDATA1[,5], CPDATA1[,4]) 
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In this case, the text 1:2 means to select the 1st through the 2nd column. A similar approach 
is:  
 
 CPDATA1 <- cbind(CPDATA1[,c(1,3)], CPDATA1[,5], CPDATA1[,4]) 
 
in which the command c(1,2) means to concatenate 1 and 2. Note the flexibility that R 
offers. Putting these together creates a much more efficient command: 
 
 CPDATA1 <- CPDATA1[,c(1:3,5,4)] 
 
In this case, we need not even invoke the cbind command. 
 
Now we can examine the Cp and dosing files to confirm that the columns are organized in the 
same manner. Having confirmed this, we should be prepared to row-bind these two entities.  
 
However, if we try: 
 
  rbind(CPDATA1, DOSINGDATA1) 
 
R reports an error: “Error in match.names(clabs, names(xi)) : names don't 
match previous names:”. The problem here is that the column names are not identical 
and R is protecting us against an inadvertent error. To see the column names of the entities, 
one could type the name of the entity, e.g., CPDATA1; however, if the entity is very large, 
echoing to the screen will be a lengthy process and the column names will scroll off the 
screen. Two approaches now. The first permits us to select a small subset of rows: 
 
 CPDATA1[1:5,] 
 
Conceptually, this is similar to the process by which we selected individual columns; in this 
case, we are selecting rows 1-5. Another approach is to access only the column names: 
 
 colnames(CPDATA1) 
 
Similarly, we can access the column names of DOSINGDATA1: 
 
 colnames(DOSINGDATA1) 
 
It should now be apparent that the column names do not match. Our solution will be to 
replace the column names of both entities with new names. This may also be convenient 
because the column names of the original files came from the external source – we may 
choose to replace these with names that we prefer. Using code that we used before, we can 
create a new vector of columns names: 
 
 COLNAMES <- c(“ID”, “DATE”, “TIME”, “AMT”, “DV”) 
 
Note that I have select four names that are term “reserved” in NONMEM. The first two are 
obvious and AMT is “amount”. DV is “dependent variable”. By avoiding a term related to 
concentration, NONMEM is acknowledging that it can be extended well beyond PK. There 
was no a priori reason why we had to select these four names; I have done so to merely for 
convenience. Having created the vector of names, we need to replace the existing column 
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names: 
 
 colnames(CPDATA1) <- COLNAMES 
 colnames(DOSINGDATA1) <- COLNAMES 
 
Another option to combine three instructions is: 
 
 colnames(CPDATA1) <- colnames(DOSINGDATA1) <-  
  c(““ID”, “DATE”, “TIME”, “AMT”, “DV”) 
 
Note that I broke the lengthy line at an unambiguous position – by ending it with “<-“, R 
knew that the next line was a continuation. Having implemented either of these approaches, 
confirm that R did the right thing: 
 
 colnames(CPDATA1) ; colnames(DOSINGDATA1) 
 
Note that a semicolon interposed between two commands permitted them to reside on the 
same line. If we wish to add comments to a line, precede them with a “#”; everything 
between the # and the carriage return is ignored by R. 
 
Next we use rbind to merge the two entities: 
 
 COMBINED <- rbind(DOSINGDATA1, CPDATA1) 
 
Having confirmed that R did the right thing, a problem is now apparent: the records for an 
individual are not contiguous. Sorting will fix this. Not surprisingly, R has many sorting 
options. I prefer the following: 
 
 ORDER <- order(COMBINED[,”ID”], COMBINED[,”TIME”]) 
 
The interpretation of this command is as follows: store in the variable ORDER a ranking based 
first on ID, then on time. However, this won’t work quite yet because the TIME column is 
based on a format that R does not automatically recognize. Once again, there are many 
options. One is to create a new time column that is referenced to some arbitrary starting 
value; we will then manipulate these data so that time 0 is the time at which the (first) dose is 
administered. 
Date/time manipulations in R are complicated but extraordinarily powerful. In Excel, one 
selects date/time formats from a pull-down menu; in R, one must specify them with code. For 
date, the code here is: 
 
  DATE <- as.Date(COMBINED[,2], format="%m/%d/%y") 
 
where the format statement indicates that month, date, and year are separated by “/”. A 
complete list of formats can be found using R’s help pages. To accomplish this, type either: 
 
  help(“strptime”) 
 
or: 
 
 ?strptime 
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For time, the code is: 
 
  TIME <- strptime(COMBINED[,3], "%H:%M") 
 
Now some fancy steps to combined date/time into a single column: 
 
  NEWTIME <- unclass(DATE) + TIME$hour / 24 + TIME$min / 24 / 60 
 
This command contains many new instructions, some of which I will not belabor at this time. 
First, unclass takes the DATE column and removes its special “date” attributes. This 
converts date from its recognizable format to an integer denoting the number of days since 
xx/xx/xx. Second, TIME$hour is unfamiliar. To understand this, type: 
 
  unclass(TIME) 
 
You will see that the vector TIME actually contains many elements (seconds, minutes, etc.). 
For the moment, all that interests us are the $hour and $min elements, i.e., hours and 
minutes. Note how these are called (i.e., different from the [] subsetting that we invoked 
earlier). The remainder of the code shown above manipulates the date/time entries into units 
of days (i.e., hours are divided by 24, minutes by 1440). For the moment, we will add this 
new column to the dataframe without deleting the old date and time columns. Later, we will 
clean up the file by deleting extraneous columns. 
 
 COMBINED <- cbind(COMBINED, NEWTIME) 
 
Now we can return to the sorting process: 
 
  ORDER <- order(COMBINED[,”ID”], COMBINED[,”TIME”]) 
and: 
  SORTED <- COMBINED[ORDER,] 
The command above may not be intuitive until we examine the variable ORDER. Typing 
ORDER echoes a vector showing the rows to select to accomplish ordering. The command 
COMBINED[ORDER,] says “take the appropriate (ordered) rows of the COMBINED 
dataframe”. 
 
We are getting close to completion. Next we need to add placeholders for weight and age, 
then populate those fields. And, we need to reset the times so that the dose is given at time 
zero. 
 
Adding placeholders is easy: 
 
 SORTED <- cbind(SORTED, -77, -66) 
 
And, for the sake of organization: 
 
 colnames(SORTED) <- c(“ID”, “DATE”, “OLDTIME”, “AMT”, 
  “DV”, “TIME”, “AGE”, “WEIGHT”) 
 
Our near-final step is a complicated one that that introduces several critical concepts. We will 
now select subsets representing each individual, find the time of the dose, subtract that from 
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the other times for that individual, then populate the age and weight fields. Before we do this, 
we need to have a list of IDs. This is accomplished with: 
 
 IDS <- unique(SORTED[,”ID”]) 
 
Also, we need to read in the demographics file: 
 
  DEMO1 <- read.delim(“Demo1.txt”. as.is=T) 
  colnames(DEMO1) <- c(“ID”, “Age”, “Weight”) 
 
Then, the following code: 
 
for (WhichID in IDS) 
  { 
  SUBDOSE <- SORTED[,"ID"] == WhichID & SORTED[,"AMT"]>0 
 ThisPersonsDoseTime <- SORTED[SUBDOSE, "TIME"] 
 SUBSET <- SORTED[,"ID"] == WhichID 
  SORTED[SUBSET, “TIME”] <- SORTED[SUBSET,"TIME"] – ThisPersonsDoseTime 
  FindDemoLine <- DEMO[,"ID"] == WhichID 
  Weight  <- DEMO1[FindDemoLine, "Weight"] 
  Age  <- DEMO1[FindDemoLine, “Age”] 
  SORTED[SUBSET, "WEIGHT"] <- Weight 
  SORTED[SUBSET, "AGE"]  <- Age 
 } 
 
I will review each line here. The for command has a similar syntax to other programming 
languages – assign the first value in IDS to WhichID, complete the instructions that follow, 
then assign the second value, etc., until all values in IDS are exhausted. The curly brackets 
indicate the instructions that will be implemented; note that brackets must be matched.  
 
The first command in the brackets instructs R to find the row (only one in this example) in 
which two conditions are met, the ID column matches WhichID and the AMT column > 0 
(i.e., a dose).  
 
The next line assigns the time value from that record to a variable. The next command says to 
find all the records from that individual. The next command subtracts the dose-time from all 
these records. Thus, all the times are relative to the time of the dose. 
 
The next command searches the DEMO1 dataframe to find the line that matches the ID. 
Having found this line, the next four lines find the corresponding age and weight and assign 
them to this individual.  
 
Three final steps before we finish. First, NONMEM will not accept negative time; these 
negative times were created when we referenced all times to the dose rather than the pre-dose 
sample (this seems logical – if we want to make graphics, we will want the time of the first 
dose as time zero). Since the sample is pre-dose, we can reset the time to zero: 
 
  FindNegativeTimes <- SORTED[,"TIME"] < 0 
  SORTED[FindNegativeTimes, "TIME"] <- 0 
 
The first command finds all those records in which time is < 0. The second replaces these 
negative values with zero. A test of the first command reveals an interesting output, a series 
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of TRUE and FALSE values. The second command then finds all the lines marked TRUE 
and does the necessary replacement. In some instances, we might want the actual line 
numbers rather than T/F (I will use T/F rather than TRUE/FALSE to simplify this document). 
In that case, we need to modify the first command slightly (the second command is 
unchanged): 
 
 FindNegativeTimes <- which(SORTED[,"TIME"] < 0) 
 
The which command says "find the rows that meet this condition and return their row 
numbers". In some instances, the T/F values are sufficient; in others, the row numbers will be 
needed. 
 
The second thing that we need to fix to complete our dataset is to get rid of the two columns 
that are extraneous (we could leave them and instruct NONMEM to ignore them but I prefer 
clean files). The command is: 
 
  SLIM <- SORTED[,-c(2,3)] 
 
This is a slight variant of the subsetting that we used earlier. The minus sign says "keep all 
columns EXCEPT those that follow (2 and 3)".  
 
The third step in creating the dataset involves the "< 0.1" value in the DV column. 
NONMEM will not accept values in this format. Instead, we need to either substitute a 
numeric value or delete (or comment out – more about the use of EVID later) those rows. For 
the moment, we will replace these values with zero: 
 
  SLIM[SLIM[,"DV"] == "< 0.1", "DV"] <- 0 
 
This instructs R to find those rows in which the DV column is "< 0.1" and replace this 
column with zero. 
 
Finally, note that the three source files contain data for different sets of individuals. This is 
often the case. For example, you might receive a dataset in which the demographic and 
dosing databases are complete but only a portion of the Cp values have been analyzed. 
NONMEM can deal with a dataset in which there are individuals with doses but no 
observations. But, this may not be optimal so I will provide code to ensure that it not happen. 
To accomplish this, we need to identify those people who are in the dosing file: 
 
  CpIDS <- unique(CPDATA1[,"ID"]) 
 
Next, we select only those rows in SLIM: 
 
  SelectTheseRows <- SLIM[,"ID"] %in% CpIDS 
 
The command %in% is remarkable (in SPlus, the corresponding command is is.element): 
it compares the values in the ID column to the IDs that we have deemed acceptable.. Having 
identified these rows, we then save only those rows: 
 
  FINAL <- SLIM[SelectTheseRows,] 
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For curiosity, we might want to save the "bad" rows for diagnostic purposes. This is simple: 
 
  BADROWS<- SLIM[!SelectThoseRows,] 
 
The ! command instructs R to negate the variable SelectThoseRows, i.e., all the T become 
F and vice versa. This permits us to select the rows that do NOT meet the previous selection 
criteria.  
 
Our dataset is now complete. But, to be useful, it needs to be written to a file. This is 
accomplished with the write command, the inverse of the read command: 
 
  write.table(FINAL, "Dataset1", col.names=F, row.names=F) 
 
This writes the dataframe FINAL to a file named Dataset1; both row and column names are 
omitted.  
 
For diagnostic purposes, I like to open the file in Excel. This could be accomplished by 
saving the file in a comma-delimited format: 
 
write.table(FINAL, "Dataset1.csv", col.names=F, row.names=F, 
sep=",") 
 
in which the option sep="," instructs R that the separator between columns is a comma. I 
prefer a slightly different approach in which I write two files, the one shown earlier as 
Dataset1 and one created as follows: 
 
 write.table(FINAL, "Dataset1.TAB", row.names=F, sep="\t") 
 
This creates a file in which columns are separated by tabs (\t) and column names appear. This 
file can be opened in Excel using the Wizard. Two things to consider: 
 

1. You could write the column names to the NONMEM file but you will need to edit the 
file so that the header line is preceded by the omit character (default = #).  

2. One previous command could have been changed to save the file as a CSV file which 
would also open in Excel. I choose to not do so because I find tabs to be "safer" 
delimiters than commas. Additionally, European standards for floating point uses 
commas rather than periods as decimal separators, causing endless confusion with 
comma separated files.  

 
There are 3 ways of running R:  

1. Cut script and paste it into R 
2. Start R, and then say source(“script”) 
3. Call R from the operating system, and  pipe the script to R  

  R --  nosave < “script” 
4. Create a function (called “READ” in this case), that sources the script, and execute 

the function within R 
            
We have now created a dataset useable by NONMEM. Considering how small the dataset 
was, it might have been more efficient to perform this task using Excel. However, consider a 
dataset with 200 individuals, multiple covariates, and multiple doses. Creating the 
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appropriate links in Excel could be accomplished but the task would be burdensome and 
prone to error. In addition, if the dataset is incomplete (or revised for any reason), recreating 
the steps in Excel could require a repeat of the entire process. In contrast, if you save the R 
commands in a script, they can be run anew once new data arrive. As with many tasks in life, 
it is worth investing some up-front effort in return for a major payback. 

Confirming Accuracy of a Dataset 
Having created a dataset, we now want to ensure that it is correct. One could print the dataset 
and perform a variety of visual checks. However, checking lists of numbers is quite difficult. 
In contrast, if one prepares graphics, it is often easier to detect errors. Recently, I encountered 
a situation where someone was having difficulty fitting a small dataset with NONMEM and 
not prepared diagnostic graphics. When I plotted the data from this multi-dose study in which 
each dose was followed by sampling, it became apparent that one of the doses followed the 
sampling by 24 hours, i.e., the dataset had been assembled improperly. Although this was not 
the only source of problems in this analysis, this major data error would certainly have been 
fatal.  
 
We will create one set of diagnostic graphics at this time. These graphics will introduce the 
concepts of graphics. After we have learned how to generate output in NONMEM, we will 
return to more extensive use of graphics. 
 
The graphic that we will prepare is one of Cp vs. time for each individual; dose(s) will be 
indicated by arrows. First, we will need to select the appropriate data by subject; then we will 
need to plot these. We will then evaluate how we control the plotting space to create 
customized graphics. 
 
I am assuming for the moment that we have closed our previous R session without saving it. 
Had we closed and saved, the dataset FINAL would still be available. Instead, we will now 
read from file that we wrote to disk: 
 
  DATA <- read.delim("Dataset1.TAB", header=T, as.is=T) 
 
Next, we identify the individual subjects: 
 
  IDS <- unique(DATA[,"Subject"]) 
 
We might prefer to have these IDs sorted: 
 
  IDS <- sort(unique(DATA[,"Subject"])) 
 
Next, we create a loop that contains a set of plotting instructions: 
 
  for (WhichID in IDS) 
   { 
   SUBSET  <- DATA[,"Subject"] == WhichID 
   XVAR  <- DATA[SUBSET, "TIME"] 
   YVAR  <- DATA[SUBSET,"DV"] 
   plot(XVAR, YVAR) 
   } 
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This creates a series of plots. Unfortunately, they flew by so quickly that we were unable to 
do anything useful with them. One means to deal with this is to plot many panels to a page. 
This requires use of the par command, one of the more important graphic commands that 
control nearly all graphical parameters. To create a page with n rows and m columns in which 
panels are drawn left-to-right, the command is: 
 
  par(mfrow=c(m,n)) 
 
If we chose to present panels top-to-bottom, the command would be: 
 
  par(mfcol=c(m,n)) 
 
Adding this to the loop: 
 
  par(mfrow=c(2,2)) 
  for (WhichID in IDS) 
   { 
   SUBSET  <- DATA[,"Subject"] == WhichID 
   XVAR  <- DATA[SUBSET, "TIME"] 
   YVAR  <- DATA[SUBSET,"DV"] 
   plot(XVAR, YVAR) 
   } 
 
We now have three panels, one for each of the subjects. This is not a great graphic but we 
will make it so! First, we want to add a header to the page. Then, we will connect the dots 
with lines, names the axes, adjust ticks, change the frame for each graphic, add an ID to each 
panel, etc. Rather than do these in a step-by6-step basis, the next snippet of code 
accomplishes all these. To ensure your understanding, I will take you through it line-by-line. 
 
par(mfrow=c(2,2), tck=0.02, bty="l", oma=c(0,0,2,1)) 
for (WhichID in IDS) 
 { 
 SUBSET  <- DATA[,"Subject"] == WhichID 
 XVAR  <- 24 * DATA[SUBSET, "TIME"] 
 YVAR  <- DATA[SUBSET,"DV"] 
 plot(XVAR, YVAR, xlab="Time (hours)", type="o", ylab="Cp (ng/ml)") 
 text(max(XVAR)/2, max(YVAR)/10, paste("ID:", WhichID), adj=0.5) 
   } 
mtext(outer=T, side=3, "Study ULT1001: Ultimycin Cp vs. Time", cex=1.5) 
mtext(outer=T, side=4, date(), cex=0.5) 
 
In the par command, we added three instructions. The first declares that tick length (tck) is 
0.02 • length of the respective axis. A negative value places the tick facing outward (your 
preference!). The second command declares that each panel should have a "L" shape frame, 
i.e., only the bottom and left axes are drawn; the many other options that we available can be 
found in the help pages. The third command allocates "outer margins" for text that we will 
place there later.  
 
Note that XVAR is now multiplied by 24; this converts days to hours. This is merely a 
convenience. Within the plot command, I added specific text for x- and y-labels; without 
these, R uses the name of the variable. The text command places text within a panel. Three 
critical arguments are the x and y positions and the text itself. In this case, I chose to position 
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the label midway across the x axis and 1/10th of the way between bottom and top. The text 
itself includes the paste command: paste pastes together text. In this case, it enables me to 
create a string consisting of the text "ID" and the actual ID. Finally, the adj argument says to 
center the text whereas adj=0 would have left justified and adj=1 would have right-
justified. The final new material is two mtext commands which are designed to place text in 
the margins of the graphic. If outer is set to T, this text appears on the outer margin of the 
entire page; a setting a false places these graphics relative to the active panel. The side 
option indicates which side; R counts clockwise from the bottom so 3 and 4 are top and right 
sides respectively. The cex argument applies character expansion. Note that the text at the 
top is larger whereas the text on the right margin is smaller than the text within the graphics. 
Ultimately, one can control every feature of the text including size, orientation, font, style, 
etc. Finally, the right gutter includes the date which was obtained by invoking date(). 
 
We will now add one more feature to each graphic, information regarding each dose:  
 
 par(mfrow=c(2,2), tck=0.02, bty="l", oma=c(0,0,2,1)) 
  for (WhichID in IDS) 
   { 
   SUBSET  <- DATA[,"Subject"] == WhichID 
   XVAR  <- 24 * DATA[SUBSET, "TIME"] 
   YVAR  <- DATA[SUBSET,"DV"] 
   plot(XVAR, YVAR, xlab="Time (hours)", type="o", ylab="Cp 
(ng/ml)") 
   text(max(XVAR)/2, max(YVAR)/10, paste("ID:", WhichID), adj=0.5) 
   SUBDOSE <- SUBSET & DATA[,"AMT"] > 0 
   Mg  <- DATA[SUBDOSE, "AMT"] 
   DoseTime <- DATA[SUBDOSE, "TIME"] 
   text(DoseTime, max(YVAR), Mg) 
   arrows(DoseTime, 0.95 * max(YVAR), DoseTime, 0.85* max(YVAR),  
    length=0.1) 
   } 
  mtext(outer=T, side=3, "Study ULT1001: Ultimycin Cp vs. Time", 
cex=1.5) 
  mtext(outer=T, side=4, date(), cex=0.5) 
 
One final set of commands before we complete this task. Examining these graphics on the 
screen may be sufficient if they were limited to a single page. We could also arrange to 
display them page-by-page. But, the more efficient means to examine and archive them is to 
save them as a graphical file. Of the many available options, I prefer PDF. Two commands 
are required, one to open the PDF graphic device, the other to close the device: 
 
  pdf("DataDiagnosticGraphic.pdf", width=10, height=7.5) 
  dev.off() 
 
The syntax of the pdf command is obvious – name the file to which the commands are 
written and describe the page size (R will fill this entire space). The dev.off() command 
closes the file. For those of you who will use SPlus rather than R, three of the commands 
presented here differ slightly in R. The pdf command in Splus is pdg.graph. The arguments 
of the arrows command are slightly different; also, the dev.off() command is not needed. 
 
Although these graphics do not provide complete assurance that the dataset is correct, they go 
a long way towards convincing us. 
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Creating Diagnostic Graphics for NONMEM 
The classic diagnostic graphic for NONMEM displays observed vs. predicted observations. 
Creating such a graphic is simple: the default for NONMEM's table step is to include both 
DV and PRED for each record. To create a graphic, one needs to read the NONMEM file, 
select the correct columns and rows, then plot them.  
 
NONMEM output tables have a fixed format, i.e., 12 characters per field, scientific format 
( +nE+n.nnnn), a useless first line, and column headers on the second line. Reading these 
files requires a slight modification of the approach used earlier: 
 
  DATA <- read.table("NONMEMPutput1", header=T, skip=1, as.is=T) 
 
For read.table, we are required to state header=T because the default is false. The option 
skip=1 instructs R to ignore the first (useless!) line. And the option as.is=T, mentioned 
before prevents R from converting any columns to factors. 
 
Other than the first line and the header, NONMEM files do not contain any alphanumeric 
characters; as a result, reading this file into NONMEM causes all the data to be read as 
numeric values. Two exceptions are when NONMEM cannot calculate a value, it may report 
NaN or Inf instead of a numeric character. Special techniques are needed in this case.  
 
Having read the file, we should confirm that R handled it correctly. Type DATA or 
DATA[1:20,] to see the entire file or just the first 20 lines. To see only certain columns, 
enter a string (either a single digit, two digits separated by a colon, or a concatenated series). 
Having confirmed that the file has been read correctly (this will not be necessary once you 
learn how to use R; we are doing you as part of the learning process), we need to extract the 
correct columns. Note that there are columns named DV and PRED. We could select the 
entire columns but then we will include those records associated with doses – these did not 
contain observations so it makes no sense to include them. So, we need to find a means to 
exclude these files. As usual, there are many means to accomplish this. One approach is as 
follows: 
 
  USE <- DATA[,"AMT"] != 0 
  YVAR <- DATA[USE, "DV"] 
  XVAR <- DATA[USE, "PRED"] 
 
Echoing USE reveals a string of T and F: T being shown for those records in which AMT 
does not equal zero (the notation != means "not equal to"). Then, XVAR and YVAR represent 
the appropriate subsets of the DV and PRED columns. 
 
Two other approaches will expose you to new code. 
 
  attach(DATA) 
 USE <- DATA[,"AMT"] != 0 
 XVAR <- PRED[USE] 
  YVAR <- DV[USE] 
 
The command attach is powerful but dangerous. Basically, it creates vectors from each of 
the columns, naming them with the column name. Thus, having invoked attach (for which the 
inverse is detach), DV refers to DATA[,"DV"]. The danger in using attach is that it creates 
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confusion if you previously assigned the name to another variable. If one uses the attach 
command, I recommend carefully checking its implications. 
 
Finally, one could write: 
 
 USE <- DATA$AMT != 0 
  YVAR <- DATA$DV[USE] 
  XVAR <- DATA$PRED[USE] 
 
The use of $ and no quotes to identify a column works only for dataframes, not matrixes. 
Now that we have the x and y variables, creating a graphic is easy: 
 
plot(XVAR, YVAR, bty="l", xlab="Predicted Cp", ylab="Observed Cp") 
 
Many enhancements should be considered. IF the range of x/y values is very large (which is 
often the case), then it might be appropriate to plot both axes on a log scale. This is 
accomplished with: 
 
plot(XVAR, YVAR, bty="l", xlab="Predicted Cp", ylab="Observed Cp", 
log="xy") 
 
Recall that the predose DV values were zero (and would be predicted by NONMEM to be 
zero). Taking the log of a non-positive number creates and error. Fortunately, R responds 
with an error message but does create the graphic. 
 
A second enhancement is the line of unity (y=x): 
 
  abline(WHICHABLINE, lty=2, lwd=2) 
 
This is useful for comparing for judging the quality of the fit – values should be centered 
around the line of unity. The option lty=2 selects the linetype, 1 being solid, 2 being dotted, 
3 dashed, and larger numbers representing more complicated combinations of dots and 
dashes. The option lwd=2 changes the linewidth. Values < 1 can create hairline graphics on 
certain output devices (e.g., PDF).  
 
A third enhancement, one to which many of you have not been exposed, is a smoother. For 
small datasets, the number of points in the display is small and you eye is able to distinguish 
patterns. But, NONMEM problems often include thousands of data points, far beyond the 
ability for your eye to distinguish patterns (particularly if values overlie). A smoother is a 
local, nonlinear regression that tracks trends through the data. Many options are available; I 
have had the best success with Supersmoother and lowess. The code is: 
 
  Smooth <- supsmu(XVAR, YVAR) 
  lines(XVAR, Smooth$y, lty=3) 
 
The command supsmu(XVAR, YVAR) create two vectors, $x and $y, representing the x and 
y output of the smooth. We select the y component with $y. A nested approach accomplishes 
this code in one line: 
 
 lines(supsmu(XVAR, YVAR), lty=3) 
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These commands created one useful graphic for NONMEM. But, complete diagnostics 
requires a number of different graphics. For my purposes, I create four additional different 
sets of graphics for each analysis: 
 

1. Cp (observed, population predicted, post hoc predicted) vs. time for each subject. I 
include certain demographic information for each subject in each panel. These 
graphics provide insight into the fit for each individual: is the fit good or bad 
early/late, at high or low concentrations, in subjects with certain demographic 
characteristics? 

2. Observed / predicted (two sets: for the population predicted, the other for post hoc 
predicted) vs. time. In many ways, these graphics to are similar to DV vs. PRED 
graphics. However, they include the element of time, providing insight into whether 
the fit deviates at particular times. 

3. Post hoc etas vs. covariates. One of the objectives of a NONMEM analysis is to 
identify if certain covariates explain residual variability in the parameters and, if 
appropriate and justified statistically, to include these into the model. I have seen 
analyses in which people arbitrarily tested the inclusion of a parameter into the model. 
This may or may not be successful but it is certainly risky – inclusion of a parameter 
into the model is based purely on a statistic. Instead, the graphics described here guide 
the inclusion of covariates. 

4. Error modeling: One important but neglected part of a NONMEM analysis is to 
determine if the error model is correct. Doing so requires creation of a variety of error 
graphics. 

5. I have written extensive code to support the creation of these graphics. Taking you 
through this code in the same manner as we have done so far would be quite 
laborious. Instead, we will use this code to create some graphics, then I will walk you 
through the code, focusing on features not previously described.  

Rscript 
 

The code I will take you through is a file called rscript, which creates a number of diagnostic 
tables. The code is on your USB drive. 
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Part 11 Compliance, Record Keeping, Traceability, and 
Automation 

One concern that pervades the pharmaceutical industry is how to ensure that documents 
submitted to regulatory bodies are Part 11 compliant. For most data, this requires 
standardization on software such as SAS and avoiding Excel. However, NONMEM does not 
interface with SAS. Fortunately, the FDA sees the utility of population PK, recognizes that 
NONMEM is the most prevalent tool for mixed-effects modeling, and does not impose Part 
11 constraints. In this context, Dennis submitted the PK section of several NDA's in recent 
years each of which contains analyses in NONMEM and graphics created with S-Plus or R. 
There is no assurance that the FDA will continue to accept submissions using these tools but, 
at present, we have seen no evidence to support their being a problem. 

In this context, the larger issue to me (and to you) is how to ensure that the entire data 
analysis process is traceable and how to maintain optimal records. One feature of NONMEM 
illustrates the magnitude of the problem. When a NONMEM run is performed, the output file 
does not contain the input file. Thus, if one creates multiple output files (as is typically the 
case), one needs to have a method to link the output and the input. Many years ago, Dennis 
Fisher developed a system to do this. In this session, we will describe the system. There is no 
need to replicate the system; rather, consider this an opportunity to develop a system tailored 
to your needs. 

We have similar scripts for both Linux/Unix (Dennis Fisher) and Windows (Steve Shafer). 
The key element is a filing system organized around the time that a run finishes (accessed 
from the operating system). The corresponding time stamp becomes a unique identifier for 
the run (it is possible that two runs on different machines could finish at the identical time – 
if this is an issue, one could add further granularity to the time stamp).  

When performed a NONMEM run, the script creates a file called timestamp, that identifies 
the user and the exact date and time of the run. Dennis’s Linux/Unix script also contains the 
name of the machine on which the analysis is performed (another traceability feature if 
multiple machines are used for an analysis). This identifying stamp is then merged with the 
output file to create a document that contains all the critical elements. The names of all files 
created in the run contain the same information as the timestamp text that appears in the 
content of the document. Thus, if you have a printed version of the document, you can 
immediately (and unambiguously) identify the name of the file.  

Another goal is to automate much of the process. When a NONMEM run is complete, we 
want the script file to automatically create the appropriate graphics. For this reason, we 
combine running NONMEM, creating output files, and creating graphics from an R script to 
a batch file called “go.bat”.  Also, the tables that NONMEM outputs are not formatted in a 
particularly user-friendly manner. The GO script also provides tab delimited files that are 
readily opened using Excel.  

The GO Script 

We will now review the GO script (Windows) line-by-line.  The intent of this session is to 
offer you the opportunity to use this script or to develop your own in which you address your 
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specific needs. 
 
@echo off 
rem Modified from nmfe5.bat by Steve Shafer 
 
rem Add your name or other identifier for the first line of each 
rem file 
set me=Nonmem Course Attendee 
 
REM Clean up files from prior runs, essential for tracking runs 
if exist FSUBS*          erase FSUBS* 
if exist FLIB            erase FLIB 
if exist FREPORT         erase FREPORT  
if exist LINK.LNK        erase LINK.LNK 
if exist nonmem.exe      erase nonmem.exe 
if exist rs.tmp          erase rs.tmp 
if exist output.tmp      erase output.tmp 
if exist output          erase output 
if exist table.txt       erase table.txt 
if exist etatable.txt    erase etatable.txt 
if exist diagnostics.pdf erase diagnostics.pdf 
if exist halflives.txt   erase halflives.txt 
if exist timestamp       erase timestamp 
if exist file.tab        erase file.tab 
if exist table.save.txt  erase table.save.txt 
if exist obj.tmp         erase obj.tmp 
if exist obj1.tmp        erase obj1.tmp 
 
rem set date - FDATE program is a shareware program 
rem format of the time stamp is yy.mm.hhmmss, 24 hour format 
for /f "tokens=*" %%v in ('FDATE /Ff /Atoday /O"yymmdd" /P') do set d=%%v 
for /f "tokens=*" %%v in ('FDATE /Ff /Atoday /O"hhmmss" /P') do set t=%%v 
set d1=%d%.%t% 
set d= 
set t= 
 
echo ; Created by %me%, %d1% > timestamp 
 
rem check that control file exists 
if exist %1 goto tran 
echo %1 does not exist. 
goto exite 
 
:tran 
rem copy control file to new file with the date.time stamp 
copy timestamp+%1 %d1%.%1 > nul 
 
rem Now change the timestamp so the initial character is a hash mark 
echo # Created by %me%, %d1% > timestamp 
 
rem now ONLY use the control file with the date.time stampn 
rem this is essential for traceability 
nmtran.exe  < %d1%.%1 
if not exist FREPORT goto exitt 
 
if not exist fsubs goto compile 
copy fsubs fsubs.for > nul 
 
:compile 
copy fsubs fsubs.for > nul 
makeg77bat 
call g77compile 
if exist fsubs.for erase fsubs.for 
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if exist g77compile.bat erase g77compile.bat 
 
if not exist nonmem.exe goto exite 
echo Starting nonmem execution ... 
nonmem.exe 
copy %d1%.%1+output %d1%.output.raw.%1 > nul 
if exist table.txt tabify table.txt 
 
postproc output 
 
if exist file.tab copy file.tab table.txt > nul 
if exist rs.tmp copy timestamp+rs.tmp %d1%.runsummary.%1 > nul 
if exist output.tmp copy timestamp+output.tmp %d1%.output.tab.%1 > nul 
if exist table.txt copy timestamp+table.txt %d1%.table.%1 > nul 
if exist etatable.txt copy timestamp+etatable.txt %d1%.etatable.%1 > nul 
 
rem create the R diagnostics if rscript.txt exists in the directory 
if not exist rscript.txt goto exit 
r --save < rscript.txt > nul 
if exist diagnostics.pdf echo R script ran successfully 
if not exist diagnostics.pdf echo R script failed, table saved to 
table.save.txt 
if not exist diagnostics.pdf copy table.txt table.save.txt > nul 
if exist diagnostics.pdf copy diagnostics.pdf %d1%.diagnostics.%1.pdf > nul 
if exist halflives.txt copy halflives.txt %d1%.halflives.%1 > nul 
 
goto exit 
 
:exitt 
echo "MTRAN failed to run. Check your control file 
goto exit 
 
:exite 
echo No nonmem execution. 
 
:exit 
rem clean up  
if exist rs.tmp          erase rs.tmp 
if exist output.tmp      erase output.tmp 
if exist FCON            erase FCON 
if exist FSUBS           erase FSUBS 
if exist fsubs.for       erase fsubs.for 
if exist FREPORT         erase FREPORT 
if exist FSTREAM         erase FSTREAM 
if exist FDATA           erase FDATA 
if exist OUTPUT          erase OUTPUT 
if exist table.txt       erase table.txt 
if exist diagnostics.pdf erase diagnostics.pdf 
if exist halflives.txt   erase halflives.txt 
if exist etatable.txt    erase etatable.txt 
if exist PRDERR          erase PRDERR 
if exist nonmem.exe      erase nonmem.exe 
if exist msfo.outputfile erase msfo.outputfile 
if exist .RData          erase .RData 
if exist .RHistory       erase .RHistory 
if exist timestamp       erase timestamp 
if exist file.tab        erase file.tab 
if exist obj.tmp         erase obj.tmp 
if exist obj1.tmp        erase obj1.tmp 
set d1= 
set me= 
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The Doit Script 

We will now review the doit script (Linux/Unix) line-by-line.  The intent of this session is to 
offer you the opportunity to use this script or to develop your own in which you address your 
specific needs. 
 
Code Used By Operating System to Manage NONMEM Runs 
#!/bin/csh 
onintr OUT 
set PID=$$ 
cp $1 .temp.$PID 
set host = $HOST 
while (1) 
        if (-e /home/$USER/.$host\starttime) then  
                echo " NONMEM is running on" $host 
                echo " I will try again in 2 min" 
        else 
                goto DROPOUT 
        endif 
        sleep 120 
end 
DROPOUT: 
echo "NONMEM will now be executed" 
echo "  `date`" > /home/$USER/.$host\starttime 
cp /home/$USER/.$host\starttime .starttime 
if (-e FSUBS.f) /bin/rm FSUBS.f 
if (-e PRDERR) /bin/rm PRDERR 
if (-e intermediate.output) /bin/rm intermediate.output 
if (-e outputfile) /bin/rm outputfile 
echo $PID > .whichrun 
nmfe5 .temp.$PID outputfile 
if(-e outputfile) then 
        set datestmp=`date` ; 
        if (-e .filename) /bin/rm .filename 
        set filename=`date '+%d_%H_%M'` ; 
        echo $filename > .filename 
        cat ~/.$host .starttime .temp.$PID | sed "s/TIMESET/$datestmp/" > 
control.$filename 
        if (-e .temp.nmsee) /bin/rm .temp.nmsee 
        nmsee outputfile > .temp.nmsee 
        cat control.$filename outputfile > result.$filename ;  
        cat control.$filename .temp.nmsee > summary.$filename.txt 
        if (-e etatable) sed "1d" etatable > etatable.$filename ; TABIFY 
etatable.$filename ; mv -f etatable etatable.$filename 
        if (-e extratable) then 
                mv extratable extratable.$filename 
                TABIFY extratable.$filename 
                /bin/rm extratable.$filename 
        endif 
        if (-e table) then 
                sed "1d" table > table.$filename ; TABIFY table.$filename ; 
mv -f table table.$filename 
                if (-e .temp.S) /bin/rm .temp.S ; 
                if (-e Sscript) then 
                        sed "s/STRING/$filename/" Sscript > .temp.S ; 
                        Splus < .temp.S 
                endif 
                if (-e Rscript) then 
                        sed "s/STRING/$filename/" Rscript > .temp.S ; 
                        R --no-save < .temp.S 
                endif 
        else echo "no table, no plot" 
        endif 
        grep BOUNDARY result.$filename 
        if ($status == 0) mv result.$filename result.BOUNDARY.$filename 
        /bin/rm a.out* ;  
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        /bin/rm outputfile ; 
else echo "Run Failed" 
        /bin/rm .starttime 
        /bin/rm /home/$USER/.$host\starttime 
        if(-e a.out.$USER) /bin/rm a.out.$USER 
        if(-e .whichrun) /bin/rm .whichrun 
endif 
if(-e msfo.outputfile) mv msfo.outputfile msfo.$filename 
/bin/rm .temp.$PID 
OUT: 
if (-e /home/$USER/.$host\starttime) /bin/rm /home/$USER/.$host\starttime 
if (-e .starttime) /bin/rm .starttime 
if (-e a.out.$USER) /bin/rm a.out.$USER 
if (-e .whichrun) /bin/rm .whichrun 
/bin/rm .temp* 


